
/* $OpenBSD: exec_aout.c,v 1.9 2003/06/24 22:45:33 espie Exp $ */ /* $NetBSD: exec_aout.c,v 1.14 1996/02/04 02:15:01 christos Exp $ */ /* * Copyright (c) 1993, 1994 Christopher G. Demetriou * All rights reserved. * * Redistribution and use in source and binary forms, with or without * modification, are permitted provided that the following conditions * are met: * 1. Redistributions of source code must retain the above copyright * notice
, this list of conditions and the following disclaimer. * 2. Redistributions in binary form must reproduce the above copyright * notice, this list of conditions and the following disclaimer in the * documentation and/or other materials provided with the distribution. * 3. All advertising materials mentioning features or use of this software * must display the following acknowledgement: * This product includes software developed by Chris
topher G. Demetriou. * 4. The name of the author may not be used to endorse or promote products * derived from this software without specific prior written permission * * THIS SOFTWARE IS PROVIDED BY THE AUTHOR ‘‘AS IS’’ AND ANY EXPRESS OR * IMPLIED WARRANTIES, INCLUDING, BUT NOT LIMITED TO, THE IMPLIED WARRANTIES * OF MERCHANTABILITY AND FITNESS FOR A PARTICULAR PURPOSE ARE DISCLAIMED. * IN NO EVENT SHALL THE AUTHOR BE LIABLE FOR ANY D
IRECT, INDIRECT, * INCIDENTAL, SPECIAL, EXEMPLARY, OR CONSEQUENTIAL DAMAGES (INCLUDING, BUT * NOT LIMITED TO, PROCUREMENT OF SUBSTITUTE GOODS OR SERVICES; LOSS OF USE, * DATA, OR PROFITS; OR BUSINESS INTERRUPTION) HOWEVER CAUSED AND ON ANY * THEORY OF LIABILITY, WHETHER IN CONTRACT, STRICT LIABILITY, OR TORT * (INCLUDING NEGLIGENCE OR OTHERWISE) ARISING IN ANY WAY OUT OF THE USE OF * THIS SOFTWARE, EVEN IF ADVISED OF THE POSSIBILITY OF 
SUCH DAMAGE. */ #include <sys/param.h> #include <sys/systm.h> #include <sys/proc.h> #include <sys/malloc.h> #include <sys/vnode.h> #include <sys/exec.h> #include <sys/resourcevar.h> #include <uvm/uvm_extern.h> #if defined(_KERN_DO_AOUT) #if defined(COMPAT_AOUT) void aout_compat_setup(struct exec_package *epp); #endif /* * exec_aout_makecmds(): Check if it’s an a.out-format executable. * * Given a proc pointer and an exec package pointer
, see if the referent * of the epp is in a.out format. First check ’standard’ magic numbers for * this architecture. If that fails, try a cpu-dependent hook. * * This function, in the former case, or the hook, in the latter, is * responsible for creating a set of vmcmds which can be used to build * the process’s vm space and inserting them into the exec package. */ int exec_aout_makecmds(p, epp) struct proc *p; struct exec_package *epp;
 { u_long midmag, magic; u_short mid; int error; struct exec *execp = epp->ep_hdr; if (epp->ep_hdrvalid < sizeof(struct exec)) return ENOEXEC; midmag = ntohl(execp->a_midmag); mid = (midmag >> 16) & 0x3ff; magic = midmag & 0xffff; midmag = mid << 16 | magic; switch (midmag) { case (MID_MACHINE << 16) | ZMAGIC: error = exec_aout_prep_zmagic(p, epp); break; case (MID_MACHINE << 16) | NMAGIC: error = exec_aout_prep_nmagic(p, epp); break; c
ase (MID_MACHINE << 16) | OMAGIC: error = exec_aout_prep_omagic(p, epp); break; default: error = cpu_exec_aout_makecmds(p, epp); } if (error) kill_vmcmds(&epp->ep_vmcmds); #ifdef COMPAT_AOUT aout_compat_setup(epp); #endif return error; } /* * exec_aout_prep_zmagic(): Prepare a ’native’ ZMAGIC binary’s exec package * * First, set of the various offsets/lengths in the exec package. * * Then, mark the text image busy (so it can be demand p
aged) or error * out if this is not possible. Finally, set up vmcmds for the * text, data, bss, and stack segments. */ int exec_aout_prep_zmagic(p, epp) struct proc *p; struct exec_package *epp; { struct exec *execp = epp->ep_hdr; epp->ep_taddr = USRTEXT; epp->ep_tsize = execp->a_text; epp->ep_daddr = epp->ep_taddr + execp->a_text; epp->ep_dsize = execp->a_data + execp->a_bss; epp->ep_entry = execp->a_entry; /* * check if vnode is in op
en for writing, because we want to * demand-page out of it. if it is, don’t do it, for various * reasons */ if ((execp->a_text != 0 || execp->a_data != 0) && epp->ep_vp->v_writecount != 0) { #ifdef DIAGNOSTIC if (epp->ep_vp->v_flag & VTEXT) panic("exec: a VTEXT vnode has writecount != 0"); #endif return ETXTBSY; } vn_marktext(epp->ep_vp); /* set up command for text segment */ NEW_VMCMD(&epp->ep_vmcmds, vmcmd_map_pagedvn, execp->a_text, 
epp->ep_taddr, epp->ep_vp, 0, VM_PROT_READ|VM_PROT_EXECUTE); /* set up command for data segment */ NEW_VMCMD(&epp->ep_vmcmds, vmcmd_map_pagedvn, execp->a_data, epp->ep_daddr, epp->ep_vp, execp->a_text, VM_PROT_READ|VM_PROT_WRITE|VM_PROT_EXECUTE); /* set up command for bss segment */ NEW_VMCMD(&epp->ep_vmcmds, vmcmd_map_zero, execp->a_bss, epp->ep_daddr + execp->a_data, NULLVP, 0, VM_PROT_READ|VM_PROT_WRITE); return exec_setup_stack(p, e
pp); } /* * exec_aout_prep_nmagic(): Prepare a ’native’ NMAGIC binary’s exec package */ int exec_aout_prep_nmagic(p, epp) struct proc *p; struct exec_package *epp; { struct exec *execp = epp->ep_hdr; long bsize, baddr; epp->ep_taddr = USRTEXT; epp->ep_tsize = execp->a_text; epp->ep_daddr = roundup(epp->ep_taddr + execp->a_text, __LDPGSZ); epp->ep_dsize = execp->a_data + execp->a_bss; epp->ep_entry = execp->a_entry; /* set up command for
 text segment */ NEW_VMCMD(&epp->ep_vmcmds, vmcmd_map_readvn, execp->a_text, epp->ep_taddr, epp->ep_vp, sizeof(struct exec), VM_PROT_READ|VM_PROT_EXECUTE); /* set up command for data segment */ NEW_VMCMD(&epp->ep_vmcmds, vmcmd_map_readvn, execp->a_data, epp->ep_daddr, epp->ep_vp, execp->a_text + sizeof(struct exec), VM_PROT_READ|VM_PROT_WRITE|VM_PROT_EXECUTE); /* set up command for bss segment */ baddr = round_page(epp->ep_daddr + execp
->a_data); bsize = epp->ep_daddr + epp->ep_dsize - baddr; if (bsize > 0) NEW_VMCMD(&epp->ep_vmcmds, vmcmd_map_zero, bsize, baddr, NULLVP, 0, VM_PROT_READ|VM_PROT_WRITE); return exec_setup_stack(p, epp); } /* * exec_aout_prep_omagic(): Prepare a ’native’ OMAGIC binary’s exec package */ int exec_aout_prep_omagic(p, epp) struct proc *p; struct exec_package *epp; { struct exec *execp = epp->ep_hdr; long dsize, bsize, baddr; epp->ep_taddr = 
USRTEXT; epp->ep_tsize = execp->a_text; epp->ep_daddr = epp->ep_taddr + execp->a_text; epp->ep_dsize = execp->a_data + execp->a_bss; epp->ep_entry = execp->a_entry; /* set up command for text and data segments */ NEW_VMCMD(&epp->ep_vmcmds, vmcmd_map_readvn, execp->a_text + execp->a_data, epp->ep_taddr, epp->ep_vp, sizeof(struct exec), VM_PROT_READ|VM_PROT_WRITE|VM_PROT_EXECUTE); /* set up command for bss segment */ baddr = round_page(ep
p->ep_daddr + execp->a_data); bsize = epp->ep_daddr + epp->ep_dsize - baddr; if (bsize > 0) NEW_VMCMD(&epp->ep_vmcmds, vmcmd_map_zero, bsize, baddr, NULLVP, 0, VM_PROT_READ|VM_PROT_WRITE); /* * Make sure (# of pages) mapped above equals (vm_tsize + vm_dsize); * obreak(2) relies on this fact. Both ‘vm_tsize’ and ‘vm_dsize’ are * computed (in execve(2)) by rounding *up* ‘ep_tsize’ and ‘ep_dsize’ * respectively to page boundaries. * Compen
sate ‘ep_dsize’ for the amount of data covered by the last * text page. */ dsize = epp->ep_dsize + execp->a_text - round_page(execp->a_text); epp->ep_dsize = (dsize > 0) ? dsize : 0; return exec_setup_stack(p, epp); } #endif /* _KERN_DO_AOUT */ /* $OpenBSD: exec_conf.c,v 1.16 2003/08/23 20:27:30 tedu Exp $ */ /* $NetBSD: exec_conf.c,v 1.16 1995/12/09 05:34:47 cgd Exp $ */ /* * Copyright (c) 1993, 1994 Christopher G. Demetriou * All righ
ts reserved. * * Redistribution and use in source and binary forms, with or without * modification, are permitted provided that the following conditions * are met: * 1. Redistributions of source code must retain the above copyright * notice, this list of conditions and the following disclaimer. * 2. Redistributions in binary form must reproduce the above copyright * notice, this list of conditions and the following disclaimer in the * d
ocumentation and/or other materials provided with the distribution. * 3. All advertising materials mentioning features or use of this software * must display the following acknowledgement: * This product includes software developed by Christopher G. Demetriou. * 4. The name of the author may not be used to endorse or promote products * derived from this software without specific prior written permission * * THIS SOFTWARE IS PROVIDED BY 
THE AUTHOR ‘‘AS IS’’ AND ANY EXPRESS OR * IMPLIED WARRANTIES, INCLUDING, BUT NOT LIMITED TO, THE IMPLIED WARRANTIES * OF MERCHANTABILITY AND FITNESS FOR A PARTICULAR PURPOSE ARE DISCLAIMED. * IN NO EVENT SHALL THE AUTHOR BE LIABLE FOR ANY DIRECT, INDIRECT, * INCIDENTAL, SPECIAL, EXEMPLARY, OR CONSEQUENTIAL DAMAGES (INCLUDING, BUT * NOT LIMITED TO, PROCUREMENT OF SUBSTITUTE GOODS OR SERVICES; LOSS OF USE, * DATA, OR PROFITS; OR BUSINESS 
INTERRUPTION) HOWEVER CAUSED AND ON ANY * THEORY OF LIABILITY, WHETHER IN CONTRACT, STRICT LIABILITY, OR TORT * (INCLUDING NEGLIGENCE OR OTHERWISE) ARISING IN ANY WAY OUT OF THE USE OF * THIS SOFTWARE, EVEN IF ADVISED OF THE POSSIBILITY OF SUCH DAMAGE. */ #include <sys/param.h> #include <sys/exec.h> #include <sys/exec_script.h> #if defined(_KERN_DO_ECOFF) #include <sys/exec_ecoff.h> #endif #if defined(_KERN_DO_ELF) || defined(_KERN_DO_E
LF64) #include <sys/exec_elf.h> #endif #ifdef COMPAT_SVR4 #include <compat/svr4/svr4_exec.h> #endif #ifdef COMPAT_IBCS2 #include <compat/ibcs2/ibcs2_exec.h> #endif #ifdef COMPAT_LINUX #include <compat/linux/linux_exec.h> #endif #ifdef COMPAT_BSDOS #include <compat/bsdos/bsdos_exec.h> #endif #ifdef COMPAT_FREEBSD #include <compat/freebsd/freebsd_exec.h> #endif #ifdef COMPAT_HPUX #include <compat/hpux/hpux_exec.h> #endif #ifdef COMPAT_M68
K4K #include <compat/m68k4k/m68k4k_exec.h> #endif #ifdef COMPAT_VAX1K #include <compat/vax1k/vax1k_exec.h> #endif struct execsw execsw[] = { #ifdef LKM { 0, NULL, }, /* entries for LKMs */ { 0, NULL, }, { 0, NULL, }, { 0, NULL, }, { 0, NULL, }, #endif { MAXINTERP, exec_script_makecmds, }, /* shell scripts */ #ifdef _KERN_DO_AOUT { sizeof(struct exec), exec_aout_makecmds, }, /* a.out binaries */ #endif #ifdef _KERN_DO_ECOFF { ECOFF_HDR_S
IZE, exec_ecoff_makecmds, }, /* ecoff binaries */ #endif #ifdef _KERN_DO_ELF { sizeof(Elf32_Ehdr), exec_elf32_makecmds, }, /* elf binaries */ #endif #ifdef _KERN_DO_ELF64 { sizeof(Elf64_Ehdr), exec_elf64_makecmds, }, /* elf binaries */ #endif #ifdef COMPAT_LINUX { LINUX_AOUT_HDR_SIZE, exec_linux_aout_makecmds, }, /* linux a.out */ #endif #ifdef COMPAT_IBCS2 { COFF_HDR_SIZE, exec_ibcs2_coff_makecmds, }, /* coff binaries */ { XOUT_HDR_SIZ
E, exec_ibcs2_xout_makecmds, }, /* x.out binaries */ #endif #ifdef COMPAT_BSDOS { BSDOS_AOUT_HDR_SIZE, exec_bsdos_aout_makecmds, }, /* bsdos */ #endif #ifdef COMPAT_FREEBSD { FREEBSD_AOUT_HDR_SIZE, exec_freebsd_aout_makecmds, }, /* freebsd */ #endif #ifdef COMPAT_HPUX { HPUX_EXEC_HDR_SIZE, exec_hpux_makecmds, }, /* HP-UX a.out */ #endif #ifdef COMPAT_M68K4K { sizeof(struct exec), exec_m68k4k_makecmds, }, /* m68k4k a.out */ #endif #ifdef
 COMPAT_VAX1K { sizeof(struct exec), exec_vax1k_makecmds, }, /* vax1k a.out */ #endif }; int nexecs = (sizeof execsw / sizeof(*execsw)); int exec_maxhdrsz; extern struct emul emul_native, emul_elf32, emul_elf64, emul_aout, emul_bsdos, emul_aout_freebsd, emul_elf_freebsd, emul_hpux, emul_ibcs2, emul_linux_elf, emul_linux_aout, emul_elf64_netbsd, emul_osf1, emul_sunos, emul_svr4, emul_ultrix; struct emul *emulsw[] = { #if defined (_KERN_D
O_AOUT) && defined (COMPAT_AOUT) &emul_aout, #endif #ifdef COMPAT_BSDOS &emul_bsdos, #endif #ifdef COMPAT_FREEBSD &emul_aout_freebsd, &emul_elf_freebsd, #endif #ifdef COMPAT_HPUX &emul_hpux, #endif #ifdef COMPAT_IBCS2 &emul_ibcs2, #endif #ifdef COMPAT_LINUX &emul_linux_elf, &emul_linux_aout, #endif #if defined (COMPAT_NETBSD) && defined (_KERN_DO_ELF64) &emul_elf64_netbsd, #endif #ifdef COMPAT_OSF1 &emul_osf1, #endif #ifdef COMPAT_SUNOS
 &emul_sunos, #endif #ifdef COMPAT_SVR4 &emul_svr4, #endif #ifdef COMPAT_ULTRIX &emul_ultrix, #endif }; int nemuls = sizeof(emulsw) / sizeof(*emulsw); void init_exec(void); void init_exec(void) { int i; /* * figure out the maximum size of an exec header. * XXX should be able to keep LKM code from modifying exec switch * when we’re still using it, but... */ for (i = 0; i < nexecs; i++) if (execsw[i].es_check != NULL && execsw[i].es_hdrsz
 > exec_maxhdrsz) exec_maxhdrsz = execsw[i].es_hdrsz; } /* $OpenBSD: exec_ecoff.c,v 1.9 2001/11/15 06:22:30 art Exp $ */ /* $NetBSD: exec_ecoff.c,v 1.8 1996/05/19 20:36:06 jonathan Exp $ */ /* * Copyright (c) 1994 Adam Glass * Copyright (c) 1993, 1994, 1996 Christopher G. Demetriou * All rights reserved. * * Redistribution and use in source and binary forms, with or without * modification, are permitted provided that the following condi
tions * are met: * 1. Redistributions of source code must retain the above copyright * notice, this list of conditions and the following disclaimer. * 2. Redistributions in binary form must reproduce the above copyright * notice, this list of conditions and the following disclaimer in the * documentation and/or other materials provided with the distribution. * 3. All advertising materials mentioning features or use of this software * mu
st display the following acknowledgement: * This product includes software developed by Christopher G. Demetriou. * 4. The name of the author may not be used to endorse or promote products * derived from this software without specific prior written permission * * THIS SOFTWARE IS PROVIDED BY THE AUTHOR ‘‘AS IS’’ AND ANY EXPRESS OR * IMPLIED WARRANTIES, INCLUDING, BUT NOT LIMITED TO, THE IMPLIED WARRANTIES * OF MERCHANTABILITY AND FITNES
S FOR A PARTICULAR PURPOSE ARE DISCLAIMED. * IN NO EVENT SHALL THE AUTHOR BE LIABLE FOR ANY DIRECT, INDIRECT, * INCIDENTAL, SPECIAL, EXEMPLARY, OR CONSEQUENTIAL DAMAGES (INCLUDING, BUT * NOT LIMITED TO, PROCUREMENT OF SUBSTITUTE GOODS OR SERVICES; LOSS OF USE, * DATA, OR PROFITS; OR BUSINESS INTERRUPTION) HOWEVER CAUSED AND ON ANY * THEORY OF LIABILITY, WHETHER IN CONTRACT, STRICT LIABILITY, OR TORT * (INCLUDING NEGLIGENCE OR OTHERWISE)
 ARISING IN ANY WAY OUT OF THE USE OF * THIS SOFTWARE, EVEN IF ADVISED OF THE POSSIBILITY OF SUCH DAMAGE. */ #include <sys/param.h> #include <sys/systm.h> #include <sys/proc.h> #include <sys/malloc.h> #include <sys/vnode.h> #include <sys/exec.h> #include <sys/resourcevar.h> #include <uvm/uvm_extern.h> #if defined(_KERN_DO_ECOFF) #include <sys/exec_ecoff.h> /* * exec_ecoff_makecmds(): Check if it’s an ecoff-format executable. * * Given a
 proc pointer and an exec package pointer, see if the referent * of the epp is in ecoff format. Check ’standard’ magic numbers for * this architecture. If that fails, return failure. * * This function is responsible for creating a set of vmcmds which can be * used to build the process’s vm space and inserting them into the exec * package. */ int exec_ecoff_makecmds(p, epp) struct proc *p; struct exec_package *epp; { int error; struct ec
off_exechdr *execp = epp->ep_hdr; if (epp->ep_hdrvalid < ECOFF_HDR_SIZE) return ENOEXEC; if (ECOFF_BADMAG(execp)) return ENOEXEC; switch (execp->a.magic) { case ECOFF_OMAGIC: error = exec_ecoff_prep_omagic(p, epp); break; case ECOFF_NMAGIC: error = exec_ecoff_prep_nmagic(p, epp); break; case ECOFF_ZMAGIC: error = exec_ecoff_prep_zmagic(p, epp); break; default: return ENOEXEC; } if (error == 0) error = cpu_exec_ecoff_hook(p, epp); if (er
ror) kill_vmcmds(&epp->ep_vmcmds); return error; } /* * exec_ecoff_prep_omagic(): Prepare a ECOFF OMAGIC binary’s exec package */ int exec_ecoff_prep_omagic(p, epp) struct proc *p; struct exec_package *epp; { struct ecoff_exechdr *execp = epp->ep_hdr; struct ecoff_aouthdr *eap = &execp->a; epp->ep_taddr = ECOFF_SEGMENT_ALIGN(execp, eap->text_start); epp->ep_tsize = eap->tsize; epp->ep_daddr = ECOFF_SEGMENT_ALIGN(execp, eap->data_start);
 epp->ep_dsize = eap->dsize + eap->bsize; epp->ep_entry = eap->entry; /* set up command for text and data segments */ NEW_VMCMD(&epp->ep_vmcmds, vmcmd_map_readvn, eap->tsize + eap->dsize, epp->ep_taddr, epp->ep_vp, ECOFF_TXTOFF(execp), VM_PROT_READ|VM_PROT_WRITE|VM_PROT_EXECUTE); /* set up command for bss segment */ if (eap->bsize > 0) NEW_VMCMD(&epp->ep_vmcmds, vmcmd_map_zero, eap->bsize, ECOFF_SEGMENT_ALIGN(execp, eap->bss_start), NUL
LVP, 0, VM_PROT_READ|VM_PROT_WRITE|VM_PROT_EXECUTE); return exec_setup_stack(p, epp); } /* * exec_ecoff_prep_nmagic(): Prepare a ’native’ NMAGIC ECOFF binary’s exec * package. */ int exec_ecoff_prep_nmagic(p, epp) struct proc *p; struct exec_package *epp; { struct ecoff_exechdr *execp = epp->ep_hdr; struct ecoff_aouthdr *eap = &execp->a; epp->ep_taddr = ECOFF_SEGMENT_ALIGN(execp, eap->text_start); epp->ep_tsize = eap->tsize; epp->ep_dad
dr = ECOFF_ROUND(eap->data_start, ECOFF_LDPGSZ); epp->ep_dsize = eap->dsize + eap->bsize; epp->ep_entry = eap->entry; /* set up command for text segment */ NEW_VMCMD(&epp->ep_vmcmds, vmcmd_map_readvn, epp->ep_tsize, epp->ep_taddr, epp->ep_vp, ECOFF_TXTOFF(execp), VM_PROT_READ|VM_PROT_EXECUTE); /* set up command for data segment */ NEW_VMCMD(&epp->ep_vmcmds, vmcmd_map_readvn, epp->ep_dsize, epp->ep_daddr, epp->ep_vp, ECOFF_DATOFF(execp),
 VM_PROT_READ|VM_PROT_WRITE|VM_PROT_EXECUTE); /* set up command for bss segment */ if (eap->bsize > 0) NEW_VMCMD(&epp->ep_vmcmds, vmcmd_map_zero, eap->bsize, ECOFF_SEGMENT_ALIGN(execp, eap->bss_start), NULLVP, 0, VM_PROT_READ|VM_PROT_WRITE|VM_PROT_EXECUTE); return exec_setup_stack(p, epp); } /* * exec_ecoff_prep_zmagic(): Prepare a ECOFF ZMAGIC binary’s exec package * * First, set the various offsets/lengths in the exec package. * * The
n, mark the text image busy (so it can be demand paged) or error * out if this is not possible. Finally, set up vmcmds for the * text, data, bss, and stack segments. */ int exec_ecoff_prep_zmagic(p, epp) struct proc *p; struct exec_package *epp; { struct ecoff_exechdr *execp = epp->ep_hdr; struct ecoff_aouthdr *eap = &execp->a; epp->ep_taddr = ECOFF_SEGMENT_ALIGN(execp, eap->text_start); epp->ep_tsize = eap->tsize; epp->ep_daddr = ECOFF
_SEGMENT_ALIGN(execp, eap->data_start); epp->ep_dsize = eap->dsize + eap->bsize; epp->ep_entry = eap->entry; /* * check if vnode is in open for writing, because we want to * demand-page out of it. if it is, don’t do it, for various * reasons */ if ((eap->tsize != 0 || eap->dsize != 0) && epp->ep_vp->v_writecount != 0) { #ifdef DIAGNOSTIC if (epp->ep_vp->v_flag & VTEXT) panic("exec: a VTEXT vnode has writecount != 0"); #endif return ETXT
BSY; } vn_marktext(epp->ep_vp); /* set up command for text segment */ NEW_VMCMD(&epp->ep_vmcmds, vmcmd_map_pagedvn, eap->tsize, epp->ep_taddr, epp->ep_vp, ECOFF_TXTOFF(execp), VM_PROT_READ|VM_PROT_EXECUTE); /* set up command for data segment */ NEW_VMCMD(&epp->ep_vmcmds, vmcmd_map_pagedvn, eap->dsize, epp->ep_daddr, epp->ep_vp, ECOFF_DATOFF(execp), VM_PROT_READ|VM_PROT_WRITE|VM_PROT_EXECUTE); /* set up command for bss segment */ NEW_VMC
MD(&epp->ep_vmcmds, vmcmd_map_zero, eap->bsize, ECOFF_SEGMENT_ALIGN(execp, eap->bss_start), NULLVP, 0, VM_PROT_READ|VM_PROT_WRITE|VM_PROT_EXECUTE); return exec_setup_stack(p, epp); } #endif /* _KERN_DO_ECOFF */ /* $OpenBSD: exec_elf.c,v 1.48 2003/08/21 18:56:07 tedu Exp $ */ /* * Copyright (c) 1996 Per Fogelstrom * All rights reserved. * * Copyright (c) 1994 Christos Zoulas * All rights reserved. * * Redistribution and use in source and
 binary forms, with or without * modification, are permitted provided that the following conditions * are met: * 1. Redistributions of source code must retain the above copyright * notice, this list of conditions and the following disclaimer. * 2. Redistributions in binary form must reproduce the above copyright * notice, this list of conditions and the following disclaimer in the * documentation and/or other materials provided with the
 distribution. * 3. The name of the author may not be used to endorse or promote products * derived from this software without specific prior written permission * * THIS SOFTWARE IS PROVIDED BY THE AUTHOR ‘‘AS IS’’ AND ANY EXPRESS OR * IMPLIED WARRANTIES, INCLUDING, BUT NOT LIMITED TO, THE IMPLIED WARRANTIES * OF MERCHANTABILITY AND FITNESS FOR A PARTICULAR PURPOSE ARE DISCLAIMED. * IN NO EVENT SHALL THE AUTHOR BE LIABLE FOR ANY DIRECT,
 INDIRECT, * INCIDENTAL, SPECIAL, EXEMPLARY, OR CONSEQUENTIAL DAMAGES (INCLUDING, BUT * NOT LIMITED TO, PROCUREMENT OF SUBSTITUTE GOODS OR SERVICES; LOSS OF USE, * DATA, OR PROFITS; OR BUSINESS INTERRUPTION) HOWEVER CAUSED AND ON ANY * THEORY OF LIABILITY, WHETHER IN CONTRACT, STRICT LIABILITY, OR TORT * (INCLUDING NEGLIGENCE OR OTHERWISE) ARISING IN ANY WAY OUT OF THE USE OF * THIS SOFTWARE, EVEN IF ADVISED OF THE POSSIBILITY OF SUCH D
AMAGE. * */ #include <sys/param.h> #include <sys/systm.h> #include <sys/kernel.h> #include <sys/proc.h> #include <sys/malloc.h> #include <sys/mount.h> #include <sys/namei.h> #include <sys/vnode.h> #include <sys/exec.h> #include <sys/exec_elf.h> #include <sys/exec_olf.h> #include <sys/file.h> #include <sys/syscall.h> #include <sys/signalvar.h> #include <sys/stat.h> #include <sys/mman.h> #include <uvm/uvm_extern.h> #include <machine/cpu.h
> #include <machine/reg.h> #include <machine/exec.h> #ifdef COMPAT_LINUX #include <compat/linux/linux_exec.h> #endif #ifdef COMPAT_SVR4 #include <compat/svr4/svr4_exec.h> #endif #ifdef COMPAT_FREEBSD #include <compat/freebsd/freebsd_exec.h> #endif #ifdef COMPAT_NETBSD #include <compat/netbsd/netbsd_exec.h> #endif struct ELFNAME(probe_entry) { int (*func)(struct proc *, struct exec_package *, char *, u_long *, u_int8_t *); int os_mask; }
 ELFNAME(probes)[] = { /* XXX - bogus, shouldn’t be size independent.. */ #ifdef COMPAT_FREEBSD { freebsd_elf_probe, 1 << OOS_FREEBSD }, #endif #ifdef COMPAT_SVR4 { svr4_elf_probe, 1 << OOS_SVR4 | 1 << OOS_ESIX | 1 << OOS_SOLARIS | 1 << OOS_SCO | 1 << OOS_DELL | 1 << OOS_NCR }, #endif #ifdef COMPAT_LINUX { linux_elf_probe, 1 << OOS_LINUX }, #endif #ifdef COMPAT_NETBSD { netbsd_elf64_probe, 1 << OOS_NETBSD }, #endif { 0, 1 << OOS_OPENBSD
 } }; int ELFNAME(load_file)(struct proc *, char *, struct exec_package *, struct elf_args *, Elf_Addr *); int ELFNAME(check_header)(Elf_Ehdr *, int); int ELFNAME(olf_check_header)(Elf_Ehdr *, int, u_int8_t *); int ELFNAME(read_from)(struct proc *, struct vnode *, u_long, caddr_t, int); void ELFNAME(load_psection)(struct exec_vmcmd_set *, struct vnode *, Elf_Phdr *, Elf_Addr *, Elf_Addr *, int *, int); extern char sigcode[], esigcode[];
 #ifdef SYSCALL_DEBUG extern char *syscallnames[]; #endif /* round up and down to page boundaries. */ #define ELF_ROUND(a, b) (((a) + (b) - 1) & ~((b) - 1)) #define ELF_TRUNC(a, b) ((a) & ~((b) - 1)) /* * We limit the number of program headers to 32, this should * be a reasonable limit for ELF, the most we have seen so far is 12 */ #define ELF_MAX_VALID_PHDR 32 /* * This is the basic elf emul. elf_probe_funcs may change to other emuls. 
*/ struct emul ELFNAMEEND(emul) = { "native", NULL, sendsig, SYS_syscall, SYS_MAXSYSCALL, sysent, #ifdef SYSCALL_DEBUG syscallnames, #else NULL, #endif sizeof (AuxInfo) * ELF_AUX_ENTRIES, ELFNAME(copyargs), setregs, ELFNAME2(exec,fixup), sigcode, esigcode, EMUL_ENABLED | EMUL_NATIVE, }; /* * Copy arguments onto the stack in the normal way, but add some * space for extra information in case of dynamic binding. */ void * ELFNAME(copyargs)
(struct exec_package *pack, struct ps_strings *arginfo, void *stack, void *argp) { stack = copyargs(pack, arginfo, stack, argp); if (!stack) return (NULL); /* * Push space for extra arguments on the stack needed by * dynamically linked binaries. */ if (pack->ep_interp != NULL) { pack->ep_emul_argp = stack; stack += ELF_AUX_ENTRIES * sizeof (AuxInfo); } return (stack); } /* * Check header for validity; return 0 for ok, ENOEXEC if error *
/ int ELFNAME(check_header)(Elf_Ehdr *ehdr, int type) { /* * We need to check magic, class size, endianess, and version before * we look at the rest of the Elf_Ehdr structure. These few elements * are represented in a machine independant fashion. */ if (!IS_ELF(*ehdr) || ehdr->e_ident[EI_CLASS] != ELF_TARG_CLASS || ehdr->e_ident[EI_DATA] != ELF_TARG_DATA || ehdr->e_ident[EI_VERSION] != ELF_TARG_VER) return (ENOEXEC); /* Now check the ma
chine dependant header */ if (ehdr->e_machine != ELF_TARG_MACH || ehdr->e_version != ELF_TARG_VER) return (ENOEXEC); /* Check the type */ if (ehdr->e_type != type) return (ENOEXEC); /* Don’t allow an insane amount of sections. */ if (ehdr->e_phnum > ELF_MAX_VALID_PHDR) return (ENOEXEC); return (0); } /* * Check header for validity; return 0 for ok, ENOEXEC if error. * Remember OS tag for callers sake. */ int ELFNAME(olf_check_header)(El
f_Ehdr *ehdr, int type, u_int8_t *os) { int i; /* * We need to check magic, class size, endianess, version, and OS * before we look at the rest of the Elf_Ehdr structure. These few * elements are represented in a machine independant fashion. */ if (!IS_OLF(*ehdr) || ehdr->e_ident[OI_CLASS] != ELF_TARG_CLASS || ehdr->e_ident[OI_DATA] != ELF_TARG_DATA || ehdr->e_ident[OI_VERSION] != ELF_TARG_VER) return (ENOEXEC); for (i = 0; i < sizeof(E
LFNAME(probes)) / sizeof(ELFNAME(probes)[0]); i++) { if ((1 << ehdr->e_ident[OI_OS]) & ELFNAME(probes)[i].os_mask) goto os_ok; } return (ENOEXEC); os_ok: /* Now check the machine dependant header */ if (ehdr->e_machine != ELF_TARG_MACH || ehdr->e_version != ELF_TARG_VER) return (ENOEXEC); /* Check the type */ if (ehdr->e_type != type) return (ENOEXEC); /* Don’t allow an insane amount of sections. */ if (ehdr->e_phnum > ELF_MAX_VALID_PHD
R) return (ENOEXEC); *os = ehdr->e_ident[OI_OS]; return (0); } /* * Load a psection at the appropriate address */ void ELFNAME(load_psection)(struct exec_vmcmd_set *vcset, struct vnode *vp, Elf_Phdr *ph, Elf_Addr *addr, Elf_Addr *size, int *prot, int flags) { u_long uaddr, msize, lsize, psize, rm, rf; long diff, offset, bdiff; Elf_Addr base; /* * If the user specified an address, then we load there. */ if (*addr != ELFDEFNNAME(NO_ADDR))
 { if (ph->p_align > 1) { *addr = ELF_TRUNC(*addr, ph->p_align); diff = ph->p_vaddr - ELF_TRUNC(ph->p_vaddr, ph->p_align); /* page align vaddr */ base = *addr + trunc_page(ph->p_vaddr) - ELF_TRUNC(ph->p_vaddr, ph->p_align); bdiff = ph->p_vaddr - trunc_page(ph->p_vaddr); } else diff = 0; } else { *addr = uaddr = ph->p_vaddr; if (ph->p_align > 1) *addr = ELF_TRUNC(uaddr, ph->p_align); base = trunc_page(uaddr); bdiff = uaddr - base; diff =
 uaddr - *addr; } *prot |= (ph->p_flags & PF_R) ? VM_PROT_READ : 0; *prot |= (ph->p_flags & PF_W) ? VM_PROT_WRITE : 0; *prot |= (ph->p_flags & PF_X) ? VM_PROT_EXECUTE : 0; msize = ph->p_memsz + diff; offset = ph->p_offset - bdiff; lsize = ph->p_filesz + bdiff; psize = round_page(lsize); /* * Because the pagedvn pager can’t handle zero fill of the last * data page if it’s not page aligned we map the last page readvn. */ if (ph->p_flags &
 PF_W) { psize = trunc_page(lsize); if (psize > 0) NEW_VMCMD2(vcset, vmcmd_map_pagedvn, psize, base, vp, offset, *prot, flags); if (psize != lsize) { NEW_VMCMD2(vcset, vmcmd_map_readvn, lsize - psize, base + psize, vp, offset + psize, *prot, flags); } } else { NEW_VMCMD2(vcset, vmcmd_map_pagedvn, psize, base, vp, offset, *prot, flags); } /* * Check if we need to extend the size of the segment */ rm = round_page(*addr + ph->p_memsz + dif
f); rf = round_page(*addr + ph->p_filesz + diff); if (rm != rf) { NEW_VMCMD2(vcset, vmcmd_map_zero, rm - rf, rf, NULLVP, 0, *prot, flags); } *size = msize; } /* * Read from vnode into buffer at offset. */ int ELFNAME(read_from)(struct proc *p, struct vnode *vp, u_long off, caddr_t buf, int size) { int error; size_t resid; if ((error = vn_rdwr(UIO_READ, vp, buf, size, off, UIO_SYSSPACE, 0, p->p_ucred, &resid, p)) != 0) return error; /* *
 See if we got all of it */ if (resid != 0) return (ENOEXEC); return (0); } /* * Load a file (interpreter/library) pointed to by path [stolen from * coff_load_shlib()]. Made slightly generic so it might be used externally. */ int ELFNAME(load_file)(struct proc *p, char *path, struct exec_package *epp, struct elf_args *ap, Elf_Addr *last) { int error, i; struct nameidata nd; Elf_Ehdr eh; Elf_Phdr *ph = NULL; u_long phsize; char *bp = NUL
L; Elf_Addr addr; struct vnode *vp; u_int8_t os; /* Just a dummy in this routine */ Elf_Phdr *base_ph = NULL; struct interp_ld_sec { Elf_Addr vaddr; u_long memsz; } loadmap[ELF_MAX_VALID_PHDR]; int nload, idx = 0; Elf_Addr pos = *last; int file_align; bp = path; NDINIT(&nd, LOOKUP, FOLLOW | LOCKLEAF, UIO_SYSSPACE, path, p); if ((error = namei(&nd)) != 0) { return (error); } vp = nd.ni_vp; if (vp->v_type != VREG) { error = EACCES; goto b
ad; } if ((error = VOP_GETATTR(vp, epp->ep_vap, p->p_ucred, p)) != 0) goto bad; if (vp->v_mount->mnt_flag & MNT_NOEXEC) { error = EACCES; goto bad; } if ((error = VOP_ACCESS(vp, VREAD, p->p_ucred, p)) != 0) goto bad1; if ((error = ELFNAME(read_from)(p, nd.ni_vp, 0, (caddr_t)&eh, sizeof(eh))) != 0) goto bad1; if (ELFNAME(check_header)(&eh, ET_DYN) && ELFNAME(olf_check_header)(&eh, ET_DYN, &os)) { error = ENOEXEC; goto bad1; } phsize = eh
.e_phnum * sizeof(Elf_Phdr); ph = (Elf_Phdr *)malloc(phsize, M_TEMP, M_WAITOK); if ((error = ELFNAME(read_from)(p, nd.ni_vp, eh.e_phoff, (caddr_t)ph, phsize)) != 0) goto bad1; for (i = 0; i < eh.e_phnum; i++) { if (ph[i].p_type == PT_LOAD) { loadmap[idx].vaddr = trunc_page(ph[i].p_vaddr); loadmap[idx].memsz = round_page (ph[i].p_vaddr + ph[i].p_memsz - loadmap[idx].vaddr); file_align = ph[i].p_align; idx++; } } nload = idx; /* * If no p
osition to load the interpreter was set by a probe * function, pick the same address that a non-fixed mmap(0, ..) * would (i.e. something safely out of the way). */ if (pos == ELFDEFNNAME(NO_ADDR)) { pos = uvm_map_hint(p, VM_PROT_EXECUTE); } pos = ELF_ROUND(pos, file_align); *last = epp->ep_interp_pos = pos; for (i = 0; i < nload;/**/) { vaddr_t addr; struct uvm_object *uobj; off_t uoff; size_t size; #ifdef this_needs_fixing if (i == 0)
 { uobj = &vp->v_uvm.u_obj; /* need to fix uoff */ } else { #endif uobj = NULL; uoff = 0; #ifdef this_needs_fixing } #endif addr = trunc_page(pos + loadmap[i].vaddr); size = round_page(addr + loadmap[i].memsz) - addr; /* CRAP - map_findspace does not avoid daddr+MAXDSIZ */ if ((addr + size > (vaddr_t)p->p_vmspace->vm_daddr) && (addr < (vaddr_t)p->p_vmspace->vm_daddr + MAXDSIZ)) addr = round_page((vaddr_t)p->p_vmspace->vm_daddr + MAXDSIZ
); if (uvm_map_findspace(&p->p_vmspace->vm_map, addr, size, &addr, uobj, uoff, 0, UVM_FLAG_FIXED) == NULL) { if (uvm_map_findspace(&p->p_vmspace->vm_map, addr, size, &addr, uobj, uoff, 0, 0) == NULL) { error = ENOMEM; /* XXX */ goto bad1; } } if (addr != pos + loadmap[i].vaddr) { /* base changed. */ pos = addr - trunc_page(loadmap[i].vaddr); pos = ELF_ROUND(pos,file_align); epp->ep_interp_pos = *last = pos; i = 0; continue; } i++; } /* 
* Load all the necessary sections */ for (i = 0; i < eh.e_phnum; i++) { Elf_Addr size = 0; int prot = 0; int flags; switch (ph[i].p_type) { case PT_LOAD: if (base_ph == NULL) { flags = VMCMD_BASE; addr = *last; base_ph = &ph[i]; } else { flags = VMCMD_RELATIVE; addr = ph[i].p_vaddr - base_ph->p_vaddr; } ELFNAME(load_psection)(&epp->ep_vmcmds, nd.ni_vp, &ph[i], &addr, &size, &prot, flags); /* If entry is within this section it must be te
xt */ if (eh.e_entry >= ph[i].p_vaddr && eh.e_entry < (ph[i].p_vaddr + size)) { epp->ep_entry = addr + eh.e_entry - ELF_TRUNC(ph[i].p_vaddr,ph[i].p_align); ap->arg_interp = addr; } addr += size; break; case PT_DYNAMIC: case PT_PHDR: case PT_NOTE: break; default: break; } } vn_marktext(nd.ni_vp); bad1: VOP_CLOSE(nd.ni_vp, FREAD, p->p_ucred, p); bad: if (ph != NULL) free((char *)ph, M_TEMP); *last = addr; vput(nd.ni_vp); return (error); }
 /* * Prepare an Elf binary’s exec package * * First, set of the various offsets/lengths in the exec package. * * Then, mark the text image busy (so it can be demand paged) or error out if * this is not possible. Finally, set up vmcmds for the text, data, bss, and * stack segments. */ int ELFNAME2(exec,makecmds)(struct proc *p, struct exec_package *epp) { Elf_Ehdr *eh = epp->ep_hdr; Elf_Phdr *ph, *pp; Elf_Addr phdr = 0; int error, i; ch
ar interp[MAXPATHLEN]; u_long pos = 0, phsize; u_int8_t os = OOS_NULL; if (epp->ep_hdrvalid < sizeof(Elf_Ehdr)) return (ENOEXEC); if (ELFNAME(check_header)(eh, ET_EXEC) && ELFNAME(olf_check_header)(eh, ET_EXEC, &os)) return (ENOEXEC); /* * check if vnode is in open for writing, because we want to demand- * page out of it. if it is, don’t do it, for various reasons. */ if (epp->ep_vp->v_writecount != 0) { #ifdef DIAGNOSTIC if (epp->ep_vp
->v_flag & VTEXT) panic("exec: a VTEXT vnode has writecount != 0"); #endif return (ETXTBSY); } /* * Allocate space to hold all the program headers, and read them * from the file */ phsize = eh->e_phnum * sizeof(Elf_Phdr); ph = (Elf_Phdr *)malloc(phsize, M_TEMP, M_WAITOK); if ((error = ELFNAME(read_from)(p, epp->ep_vp, eh->e_phoff, (caddr_t)ph, phsize)) != 0) goto bad; epp->ep_tsize = ELFDEFNNAME(NO_ADDR); epp->ep_dsize = ELFDEFNNAME(NO_
ADDR); interp[0] = ’\0’; for (i = 0; i < eh->e_phnum; i++) { pp = &ph[i]; if (pp->p_type == PT_INTERP) { if (pp->p_filesz >= sizeof(interp)) goto bad; if ((error = ELFNAME(read_from)(p, epp->ep_vp, pp->p_offset, (caddr_t)interp, pp->p_filesz)) != 0) goto bad; break; } } /* * OK, we want a slightly different twist of the * standard emulation package for "real" elf. */ epp->ep_emul = &ELFNAMEEND(emul); pos = ELFDEFNNAME(NO_ADDR); /* * On 
the same architecture, we may be emulating different systems. * See which one will accept this executable. * * Probe functions would normally see if the interpreter (if any) * exists. Emulation packages may possibly replace the interpreter in * interp[] with a changed path (/emul/xxx/<path>), and also * set the ep_emul field in the exec package structure. */ error = ENOEXEC; p->p_os = OOS_OPENBSD; #ifdef NATIVE_EXEC_ELF if (ELFNAME(os_p
t_note)(p, epp, epp->ep_hdr, "OpenBSD", 8, 4) == 0) { goto native; } #endif for (i = 0; i < sizeof(ELFNAME(probes)) / sizeof(ELFNAME(probes)[0]) && error; i++) { if (os == OOS_NULL || ((1 << os) & ELFNAME(probes)[i].os_mask)) error = ELFNAME(probes)[i].func ? (*ELFNAME(probes)[i].func)(p, epp, interp, &pos, &os) : 0; } if (!error) p->p_os = os; #ifndef NATIVE_EXEC_ELF else goto bad; #else native: #endif /* NATIVE_EXEC_ELF */ /* * Load a
ll the necessary sections */ for (i = 0; i < eh->e_phnum; i++) { Elf_Addr addr = ELFDEFNNAME(NO_ADDR), size = 0; int prot = 0; pp = &ph[i]; switch (ph[i].p_type) { case PT_LOAD: /* * Calcuates size of text and data segments * by starting at first and going to end of last. * ’rwx’ sections are treated as data. * this is correct for BSS_PLT, but may not be * for DATA_PLT, is fine for TEXT_PLT. */ ELFNAME(load_psection)(&epp->ep_vmcmds, ep
p->ep_vp, &ph[i], &addr, &size, &prot, 0); /* * Decide whether it’s text or data by looking * at the protection of the section */ if (prot & VM_PROT_WRITE) { /* data section */ if (epp->ep_dsize == ELFDEFNNAME(NO_ADDR)) { epp->ep_daddr = addr; epp->ep_dsize = size; } else { if (addr < epp->ep_daddr) { epp->ep_dsize = epp->ep_dsize + epp->ep_daddr - addr; epp->ep_daddr = addr; } else epp->ep_dsize = addr+size - epp->ep_daddr; } } else if
 (prot & VM_PROT_EXECUTE) { /* text section */ if (epp->ep_tsize == ELFDEFNNAME(NO_ADDR)) { epp->ep_taddr = addr; epp->ep_tsize = size; } else { if (addr < epp->ep_taddr) { epp->ep_tsize = epp->ep_tsize + epp->ep_taddr - addr; epp->ep_taddr = addr; } else epp->ep_tsize = addr+size - epp->ep_taddr; } } break; case PT_SHLIB: error = ENOEXEC; goto bad; case PT_INTERP: /* Already did this one */ case PT_DYNAMIC: case PT_NOTE: break; case PT
_PHDR: /* Note address of program headers (in text segment) */ phdr = pp->p_vaddr; break; default: /* * Not fatal, we don’t need to understand everything * :-) */ break; } } /* * Check if we found a dynamically linked binary and arrange to load * it’s interpreter when the exec file is released. */ if (interp[0]) { char *ip; struct elf_args *ap; ip = (char *)malloc(MAXPATHLEN, M_TEMP, M_WAITOK); ap = (struct elf_args *) malloc(sizeof(str
uct elf_args), M_TEMP, M_WAITOK); bcopy(interp, ip, MAXPATHLEN); epp->ep_interp = ip; epp->ep_interp_pos = pos; ap->arg_phaddr = phdr; ap->arg_phentsize = eh->e_phentsize; ap->arg_phnum = eh->e_phnum; ap->arg_entry = eh->e_entry; ap->arg_os = os; epp->ep_emul_arg = ap; epp->ep_entry = eh->e_entry; /* keep check_exec() happy */ } else { epp->ep_interp = NULL; epp->ep_entry = eh->e_entry; } #if defined(COMPAT_SVR4) && defined(i386) #ifnde
f ELF_MAP_PAGE_ZERO /* Dell SVR4 maps page zero, yeuch! */ if (p->p_os == OOS_DELL) #endif NEW_VMCMD(&epp->ep_vmcmds, vmcmd_map_readvn, PAGE_SIZE, 0, epp->ep_vp, 0, VM_PROT_READ); #endif free((char *)ph, M_TEMP); vn_marktext(epp->ep_vp); return (exec_setup_stack(p, epp)); bad: free((char *)ph, M_TEMP); kill_vmcmds(&epp->ep_vmcmds); return (ENOEXEC); } /* * Phase II of load. It is now safe to load the interpreter. Info collected * when l
oading the program is available for setup of the interpreter. */ int ELFNAME2(exec,fixup)(struct proc *p, struct exec_package *epp) { char *interp; int error; struct elf_args *ap; AuxInfo ai[ELF_AUX_ENTRIES], *a; Elf_Addr pos = epp->ep_interp_pos; if (epp->ep_interp == NULL) { return (0); } interp = (char *)epp->ep_interp; ap = (struct elf_args *)epp->ep_emul_arg; if ((error = ELFNAME(load_file)(p, interp, epp, ap, &pos)) != 0) { free((
char *)ap, M_TEMP); free((char *)interp, M_TEMP); kill_vmcmds(&epp->ep_vmcmds); return (error); } /* * We have to do this ourselves... */ error = exec_process_vmcmds(p, epp); /* * Push extra arguments on the stack needed by dynamically * linked binaries */ if (error == 0) { a = ai; a->au_id = AUX_phdr; a->au_v = ap->arg_phaddr; a++; a->au_id = AUX_phent; a->au_v = ap->arg_phentsize; a++; a->au_id = AUX_phnum; a->au_v = ap->arg_phnum; a+
+; a->au_id = AUX_pagesz; a->au_v = PAGE_SIZE; a++; a->au_id = AUX_base; a->au_v = ap->arg_interp; a++; a->au_id = AUX_flags; a->au_v = 0; a++; a->au_id = AUX_entry; a->au_v = ap->arg_entry; a++; a->au_id = AUX_null; a->au_v = 0; a++; error = copyout(ai, epp->ep_emul_argp, sizeof ai); } free((char *)ap, M_TEMP); free((char *)interp, M_TEMP); return (error); } /* * Older ELF binaries use EI_ABIVERSION (formerly EI_BRAND) to brand * execu
tables. Newer ELF binaries use EI_OSABI instead. */ char * ELFNAME(check_brand)(Elf_Ehdr *eh) { if (eh->e_ident[EI_ABIVERSION] == ’\0’) return (NULL); return (&eh->e_ident[EI_ABIVERSION]); } int ELFNAME(os_pt_note)(struct proc *p, struct exec_package *epp, Elf_Ehdr *eh, char *os_name, size_t name_size, size_t desc_size) { Elf_Phdr *hph, *ph; Elf_Note *np = NULL; size_t phsize; int error; phsize = eh->e_phnum * sizeof(Elf_Phdr); hph = (E
lf_Phdr *)malloc(phsize, M_TEMP, M_WAITOK); if ((error = ELFNAME(read_from)(p, epp->ep_vp, eh->e_phoff, (caddr_t)hph, phsize)) != 0) goto out1; for (ph = hph; ph < &hph[eh->e_phnum]; ph++) { if (ph->p_type != PT_NOTE || ph->p_filesz < sizeof(Elf_Note) + name_size) continue; np = (Elf_Note *)malloc(ph->p_filesz, M_TEMP, M_WAITOK); if ((error = ELFNAME(read_from)(p, epp->ep_vp, ph->p_offset, (caddr_t)np, ph->p_filesz)) != 0) goto out2; #i
f 0 if (np->type != ELF_NOTE_TYPE_OSVERSION) { free(np, M_TEMP); np = NULL; continue; } #endif /* Check the name and description sizes. */ if (np->namesz != name_size || np->descsz != desc_size) goto out3; if (bcmp((np + 1), os_name, name_size)) goto out3; /* XXX: We could check for the specific emulation here */ /* All checks succeeded. */ error = 0; goto out2; } out3: error = ENOEXEC; out2: if (np) free(np, M_TEMP); out1: free(hph, M_
TEMP); return error; } /* * Public domain. Author: Artur Grabowski <art@openbsd.org> */ #include <machine/exec.h> #ifdef _KERN_DO_ELF #define ELFSIZE 32 #include <kern/exec_elf.c> #endif /* * Public domain. Author: Artur Grabowski <art@openbsd.org> */ #include <machine/exec.h> #ifdef _KERN_DO_ELF64 #define ELFSIZE 64 #include <kern/exec_elf.c> #endif /* _KERN_DO_ELF64 */ /* $OpenBSD: exec_script.c,v 1.18 2003/05/03 21:14:59 deraadt Exp 
$ */ /* $NetBSD: exec_script.c,v 1.13 1996/02/04 02:15:06 christos Exp $ */ /* * Copyright (c) 1993, 1994 Christopher G. Demetriou * All rights reserved. * * Redistribution and use in source and binary forms, with or without * modification, are permitted provided that the following conditions * are met: * 1. Redistributions of source code must retain the above copyright * notice, this list of conditions and the following disclaimer. * 2
. Redistributions in binary form must reproduce the above copyright * notice, this list of conditions and the following disclaimer in the * documentation and/or other materials provided with the distribution. * 3. All advertising materials mentioning features or use of this software * must display the following acknowledgement: * This product includes software developed by Christopher G. Demetriou. * 4. The name of the author may not be
 used to endorse or promote products * derived from this software without specific prior written permission * * THIS SOFTWARE IS PROVIDED BY THE AUTHOR ‘‘AS IS’’ AND ANY EXPRESS OR * IMPLIED WARRANTIES, INCLUDING, BUT NOT LIMITED TO, THE IMPLIED WARRANTIES * OF MERCHANTABILITY AND FITNESS FOR A PARTICULAR PURPOSE ARE DISCLAIMED. * IN NO EVENT SHALL THE AUTHOR BE LIABLE FOR ANY DIRECT, INDIRECT, * INCIDENTAL, SPECIAL, EXEMPLARY, OR CONSE
QUENTIAL DAMAGES (INCLUDING, BUT * NOT LIMITED TO, PROCUREMENT OF SUBSTITUTE GOODS OR SERVICES; LOSS OF USE, * DATA, OR PROFITS; OR BUSINESS INTERRUPTION) HOWEVER CAUSED AND ON ANY * THEORY OF LIABILITY, WHETHER IN CONTRACT, STRICT LIABILITY, OR TORT * (INCLUDING NEGLIGENCE OR OTHERWISE) ARISING IN ANY WAY OUT OF THE USE OF * THIS SOFTWARE, EVEN IF ADVISED OF THE POSSIBILITY OF SUCH DAMAGE. */ #include <sys/param.h> #include <sys/systm.
h> #include <sys/proc.h> #include <sys/malloc.h> #include <sys/vnode.h> #include <sys/namei.h> #include <sys/file.h> #include <sys/filedesc.h> #include <sys/exec.h> #include <sys/resourcevar.h> #include <uvm/uvm_extern.h> #include <sys/exec_script.h> #if defined(SETUIDSCRIPTS) && !defined(FDSCRIPTS) #define FDSCRIPTS /* Need this for safe set-id scripts. */ #endif /* * exec_script_makecmds(): Check if it’s an executable shell script. * 
* Given a proc pointer and an exec package pointer, see if the referent * of the epp is in shell script. If it is, then set thing up so that * the script can be run. This involves preparing the address space * and arguments for the shell which will run the script. * * This function is ultimately responsible for creating a set of vmcmds * which can be used to build the process’s vm space and inserting them * into the exec package. */ int
 exec_script_makecmds(p, epp) struct proc *p; struct exec_package *epp; { int error, hdrlinelen, shellnamelen, shellarglen; char *hdrstr = epp->ep_hdr; char *cp, *shellname, *shellarg, *oldpnbuf; char **shellargp = NULL, **tmpsap; struct vnode *scriptvp; #ifdef SETUIDSCRIPTS uid_t script_uid = -1; gid_t script_gid = -1; u_short script_sbits; #endif /* * remember the old vp and pnbuf for later, so we can restore * them if check_exec() fa
ils. */ scriptvp = epp->ep_vp; oldpnbuf = epp->ep_ndp->ni_cnd.cn_pnbuf; /* * if the magic isn’t that of a shell script, or we’ve already * done shell script processing for this exec, punt on it. */ if ((epp->ep_flags & EXEC_INDIR) != 0 || epp->ep_hdrvalid < EXEC_SCRIPT_MAGICLEN || strncmp(hdrstr, EXEC_SCRIPT_MAGIC, EXEC_SCRIPT_MAGICLEN)) return ENOEXEC; /* * check that the shell spec is terminated by a newline, * and that it isn’t too l
arge. Don’t modify the * buffer unless we’re ready to commit to handling it. * (The latter requirement means that we have to check * for both spaces and tabs later on.) */ hdrlinelen = min(epp->ep_hdrvalid, MAXINTERP); for (cp = hdrstr + EXEC_SCRIPT_MAGICLEN; cp < hdrstr + hdrlinelen; cp++) { if (*cp == ’\n’) { *cp = ’\0’; break; } } if (cp >= hdrstr + hdrlinelen) return ENOEXEC; shellname = NULL; shellarg = NULL; shellarglen = 0; /* st
rip spaces before the shell name */ for (cp = hdrstr + EXEC_SCRIPT_MAGICLEN; *cp == ’ ’ || *cp == ’\t’; cp++) ; /* collect the shell name; remember it’s length for later */ shellname = cp; shellnamelen = 0; if (*cp == ’\0’) goto check_shell; for ( /* cp = cp */ ; *cp != ’\0’ && *cp != ’ ’ && *cp != ’\t’; cp++) shellnamelen++; if (*cp == ’\0’) goto check_shell; *cp++ = ’\0’; /* skip spaces before any argument */ for ( /* cp = cp */ ; *cp
 == ’ ’ || *cp == ’\t’; cp++) ; if (*cp == ’\0’) goto check_shell; /* * collect the shell argument. everything after the shell name * is passed as ONE argument; that’s the correct (historical) * behaviour. */ shellarg = cp; for ( /* cp = cp */ ; *cp != ’\0’; cp++) shellarglen++; *cp++ = ’\0’; check_shell: #ifdef SETUIDSCRIPTS /* * MNT_NOSUID and STRC are already taken care of by check_exec, * so we don’t need to worry about them now or 
later. */ script_sbits = epp->ep_vap->va_mode & (VSUID | VSGID); if (script_sbits != 0) { script_uid = epp->ep_vap->va_uid; script_gid = epp->ep_vap->va_gid; } #endif #ifdef FDSCRIPTS /* * if the script isn’t readable, or it’s set-id, then we’ve * gotta supply a "/dev/fd/..." for the shell to read. * Note that stupid shells (csh) do the wrong thing, and * close all open fd’s when the start. That kills this * method of implementing "safe
" set-id and x-only scripts. */ vn_lock(scriptvp, LK_EXCLUSIVE|LK_RETRY, p); error = VOP_ACCESS(scriptvp, VREAD, p->p_ucred, p); VOP_UNLOCK(scriptvp, 0, p); if (error == EACCES #ifdef SETUIDSCRIPTS || script_sbits #endif ) { struct file *fp; #ifdef DIAGNOSTIC if (epp->ep_flags & EXEC_HASFD) panic("exec_script_makecmds: epp already has a fd"); #endif if ((error = falloc(p, &fp, &epp->ep_fd))) goto fail; epp->ep_flags |= EXEC_HASFD; fp->f
_type = DTYPE_VNODE; fp->f_ops = &vnops; fp->f_data = (caddr_t) scriptvp; fp->f_flag = FREAD; FILE_SET_MATURE(fp); } #endif /* set up the parameters for the recursive check_exec() call */ epp->ep_ndp->ni_dirp = shellname; epp->ep_ndp->ni_segflg = UIO_SYSSPACE; epp->ep_flags |= EXEC_INDIR; /* and set up the fake args list, for later */ MALLOC(shellargp, char **, 4 * sizeof(char *), M_EXEC, M_WAITOK); tmpsap = shellargp; *tmpsap = malloc(
shellnamelen + 1, M_EXEC, M_WAITOK); strlcpy(*tmpsap++, shellname, shellnamelen + 1); if (shellarg != NULL) { *tmpsap = malloc(shellarglen + 1, M_EXEC, M_WAITOK); strlcpy(*tmpsap++, shellarg, shellarglen + 1); } *tmpsap = malloc(MAXPATHLEN, M_EXEC, M_WAITOK); #ifdef FDSCRIPTS if ((epp->ep_flags & EXEC_HASFD) == 0) { #endif /* normally can’t fail, but check for it if diagnostic */ error = copyinstr(epp->ep_name, *tmpsap++, MAXPATHLEN, (s
ize_t *)0); #ifdef DIAGNOSTIC if (error != 0) panic("exec_script: copyinstr couldn’t fail"); #endif #ifdef FDSCRIPTS } else snprintf(*tmpsap++, MAXPATHLEN, "/dev/fd/%d", epp->ep_fd); #endif *tmpsap = NULL; /* * mark the header we have as invalid; check_exec will read * the header from the new executable */ epp->ep_hdrvalid = 0; if ((error = check_exec(p, epp)) == 0) { /* note that we’ve clobbered the header */ epp->ep_flags |= EXEC_DEST
R; /* * It succeeded. Unlock the script and * close it if we aren’t using it any more. * Also, set things up so that the fake args * list will be used. */ if ((epp->ep_flags & EXEC_HASFD) == 0) vn_close(scriptvp, FREAD, p->p_ucred, p); /* free the old pathname buffer */ FREE(oldpnbuf, M_NAMEI); epp->ep_flags |= (EXEC_HASARGL | EXEC_SKIPARG); epp->ep_fa = shellargp; #ifdef SETUIDSCRIPTS /* * set thing up so that set-id scripts will be * 
handled appropriately */ epp->ep_vap->va_mode |= script_sbits; if (script_sbits & VSUID) epp->ep_vap->va_uid = script_uid; if (script_sbits & VSGID) epp->ep_vap->va_gid = script_gid; #endif return (0); } /* XXX oldpnbuf not set for "goto fail" path */ epp->ep_ndp->ni_cnd.cn_pnbuf = oldpnbuf; #ifdef FDSCRIPTS fail: #endif /* note that we’ve clobbered the header */ epp->ep_flags |= EXEC_DESTR; /* kill the opened file descriptor, else clos
e the file */ if (epp->ep_flags & EXEC_HASFD) { epp->ep_flags &= ~EXEC_HASFD; (void) fdrelease(p, epp->ep_fd); } else vn_close(scriptvp, FREAD, p->p_ucred, p); FREE(epp->ep_ndp->ni_cnd.cn_pnbuf, M_NAMEI); /* free the fake arg list, because we’re not returning it */ if ((tmpsap = shellargp) != NULL) { while (*tmpsap != NULL) { free(*tmpsap, M_EXEC); tmpsap++; } FREE(shellargp, M_EXEC); } /* * free any vmspace-creation commands, * and rel
ease their references */ kill_vmcmds(&epp->ep_vmcmds); return error; } /* $OpenBSD: exec_subr.c,v 1.25 2003/05/09 00:48:42 art Exp $ */ /* $NetBSD: exec_subr.c,v 1.9 1994/12/04 03:10:42 mycroft Exp $ */ /* * Copyright (c) 1993, 1994 Christopher G. Demetriou * All rights reserved. * * Redistribution and use in source and binary forms, with or without * modification, are permitted provided that the following conditions * are met: * 1. Red
istributions of source code must retain the above copyright * notice, this list of conditions and the following disclaimer. * 2. Redistributions in binary form must reproduce the above copyright * notice, this list of conditions and the following disclaimer in the * documentation and/or other materials provided with the distribution. * 3. All advertising materials mentioning features or use of this software * must display the following 
acknowledgement: * This product includes software developed by Christopher G. Demetriou. * 4. The name of the author may not be used to endorse or promote products * derived from this software without specific prior written permission * * THIS SOFTWARE IS PROVIDED BY THE AUTHOR ‘‘AS IS’’ AND ANY EXPRESS OR * IMPLIED WARRANTIES, INCLUDING, BUT NOT LIMITED TO, THE IMPLIED WARRANTIES * OF MERCHANTABILITY AND FITNESS FOR A PARTICULAR PURPOS
E ARE DISCLAIMED. * IN NO EVENT SHALL THE AUTHOR BE LIABLE FOR ANY DIRECT, INDIRECT, * INCIDENTAL, SPECIAL, EXEMPLARY, OR CONSEQUENTIAL DAMAGES (INCLUDING, BUT * NOT LIMITED TO, PROCUREMENT OF SUBSTITUTE GOODS OR SERVICES; LOSS OF USE, * DATA, OR PROFITS; OR BUSINESS INTERRUPTION) HOWEVER CAUSED AND ON ANY * THEORY OF LIABILITY, WHETHER IN CONTRACT, STRICT LIABILITY, OR TORT * (INCLUDING NEGLIGENCE OR OTHERWISE) ARISING IN ANY WAY OUT O
F THE USE OF * THIS SOFTWARE, EVEN IF ADVISED OF THE POSSIBILITY OF SUCH DAMAGE. */ #include <sys/param.h> #include <sys/systm.h> #include <sys/proc.h> #include <sys/malloc.h> #include <sys/vnode.h> #include <sys/filedesc.h> #include <sys/exec.h> #include <sys/mman.h> #include <sys/resourcevar.h> #include <uvm/uvm.h> #ifdef DEBUG /* * new_vmcmd(): * create a new vmcmd structure and fill in its fields based * on function call arguments. 
make sure objects ref’d by * the vmcmd are ’held’. * * If not debugging, this is a macro, so it’s expanded inline. */ void new_vmcmd(evsp, proc, len, addr, vp, offset, prot, flags) struct exec_vmcmd_set *evsp; int (*proc)(struct proc * p, struct exec_vmcmd *); u_long len; u_long addr; struct vnode *vp; u_long offset; u_int prot; int flags; { struct exec_vmcmd *vcp; if (evsp->evs_used >= evsp->evs_cnt) vmcmdset_extend(evsp); vcp = &evsp-
>evs_cmds[evsp->evs_used++]; vcp->ev_proc = proc; vcp->ev_len = len; vcp->ev_addr = addr; if ((vcp->ev_vp = vp) != NULL) vref(vp); vcp->ev_offset = offset; vcp->ev_prot = prot; vcp->ev_flags = flags; } #endif /* DEBUG */ void vmcmdset_extend(evsp) struct exec_vmcmd_set *evsp; { struct exec_vmcmd *nvcp; u_int ocnt; #ifdef DIAGNOSTIC if (evsp->evs_used < evsp->evs_cnt) panic("vmcmdset_extend: not necessary"); #endif ocnt = evsp->evs_cnt; 
KASSERT(ocnt > 0); /* figure out number of entries in new set */ evsp->evs_cnt += ocnt; /* reallocate the command set */ nvcp = malloc(evsp->evs_cnt * sizeof(struct exec_vmcmd), M_EXEC, M_WAITOK); bcopy(evsp->evs_cmds, nvcp, (ocnt * sizeof(struct exec_vmcmd))); if (evsp->evs_cmds != evsp->evs_start) free(evsp->evs_cmds, M_EXEC); evsp->evs_cmds = nvcp; } void kill_vmcmds(struct exec_vmcmd_set *evsp) { struct exec_vmcmd *vcp; int i; for (
i = 0; i < evsp->evs_used; i++) { vcp = &evsp->evs_cmds[i]; if (vcp->ev_vp != NULLVP) vrele(vcp->ev_vp); } /* * Free old vmcmds and restet the array. */ evsp->evs_used = 0; if (evsp->evs_cmds != evsp->evs_start) free(evsp->evs_cmds, M_EXEC); evsp->evs_cmds = evsp->evs_start; evsp->evs_cnt = EXEC_DEFAULT_VMCMD_SETSIZE; } int exec_process_vmcmds(struct proc *p, struct exec_package *epp) { struct exec_vmcmd *base_vc = NULL; int error = 0; 
int i; for (i = 0; i < epp->ep_vmcmds.evs_used && !error; i++) { struct exec_vmcmd *vcp; vcp = &epp->ep_vmcmds.evs_cmds[i]; if (vcp->ev_flags & VMCMD_RELATIVE) { #ifdef DIAGNOSTIC if (base_vc == NULL) panic("exec_process_vmcmds: RELATIVE no base"); #endif vcp->ev_addr += base_vc->ev_addr; } error = (*vcp->ev_proc)(p, vcp); if (vcp->ev_flags & VMCMD_BASE) { base_vc = vcp; } } kill_vmcmds(&epp->ep_vmcmds); return (error); } /* * vmcmd_map
_pagedvn(): * handle vmcmd which specifies that a vnode should be mmap’d. * appropriate for handling demand-paged text and data segments. */ int vmcmd_map_pagedvn(p, cmd) struct proc *p; struct exec_vmcmd *cmd; { /* * note that if you’re going to map part of an process as being * paged from a vnode, that vnode had damn well better be marked as * VTEXT. that’s handled in the routine which sets up the vmcmd to * call this routine. */ stru
ct uvm_object *uobj; int error; /* * map the vnode in using uvm_map. */ if (cmd->ev_len == 0) return(0); if (cmd->ev_offset & PAGE_MASK) return(EINVAL); if (cmd->ev_addr & PAGE_MASK) return(EINVAL); if (cmd->ev_len & PAGE_MASK) return(EINVAL); /* * first, attach to the object */ uobj = uvn_attach((void *) cmd->ev_vp, VM_PROT_READ|VM_PROT_EXECUTE); if (uobj == NULL) return(ENOMEM); /* * do the map */ error = uvm_map(&p->p_vmspace->vm_map
, &cmd->ev_addr, cmd->ev_len, uobj, cmd->ev_offset, 0, UVM_MAPFLAG(cmd->ev_prot, VM_PROT_ALL, UVM_INH_COPY, UVM_ADV_NORMAL, UVM_FLAG_COPYONW|UVM_FLAG_FIXED)); /* * check for error */ if (error) { /* * error: detach from object */ uobj->pgops->pgo_detach(uobj); } return (error); } /* * vmcmd_map_readvn(): * handle vmcmd which specifies that a vnode should be read from. * appropriate for non-demand-paged text/data segments, i.e. impure * 
objects (a la OMAGIC and NMAGIC). */ int vmcmd_map_readvn(struct proc *p, struct exec_vmcmd *cmd) { int error; vm_prot_t prot; if (cmd->ev_len == 0) return (0); prot = cmd->ev_prot; cmd->ev_addr = trunc_page(cmd->ev_addr); /* required by uvm_map */ error = uvm_map(&p->p_vmspace->vm_map, &cmd->ev_addr, round_page(cmd->ev_len), NULL, UVM_UNKNOWN_OFFSET, 0, UVM_MAPFLAG(prot | UVM_PROT_WRITE, UVM_PROT_ALL, UVM_INH_COPY, UVM_ADV_NORMAL, UVM_
FLAG_FIXED|UVM_FLAG_OVERLAY|UVM_FLAG_COPYONW)); if (error) return (error); error = vn_rdwr(UIO_READ, cmd->ev_vp, (caddr_t)cmd->ev_addr, cmd->ev_len, cmd->ev_offset, UIO_USERSPACE, IO_UNIT|IO_NODELOCKED, p->p_ucred, NULL, p); if (error) return (error); if (cmd->ev_prot != (VM_PROT_READ|VM_PROT_WRITE|VM_PROT_EXECUTE)) { /* * we had to map in the area at PROT_ALL so that vn_rdwr() * could write to it. however, the caller seems to want * it
 mapped read-only, so now we are going to have to call * uvm_map_protect() to fix up the protection. ICK. */ return (uvm_map_protect(&p->p_vmspace->vm_map, trunc_page(cmd->ev_addr), round_page(cmd->ev_addr + cmd->ev_len), prot, FALSE)); } return (0); } /* * vmcmd_map_zero(): * handle vmcmd which specifies a zero-filled address space region. The * address range must be first allocated, then protected appropriately. */ int vmcmd_map_zero(
p, cmd) struct proc *p; struct exec_vmcmd *cmd; { int error; if (cmd->ev_len == 0) return (0); cmd->ev_addr = trunc_page(cmd->ev_addr); /* required by uvm_map */ error = uvm_map(&p->p_vmspace->vm_map, &cmd->ev_addr, round_page(cmd->ev_len), NULL, UVM_UNKNOWN_OFFSET, 0, UVM_MAPFLAG(cmd->ev_prot, UVM_PROT_ALL, UVM_INH_COPY, UVM_ADV_NORMAL, UVM_FLAG_FIXED|UVM_FLAG_COPYONW)); if (error) return error; return (0); } /* * exec_setup_stack(): S
et up the stack segment for an a.out * executable. * * Note that the ep_ssize parameter must be set to be the current stack * limit; this is adjusted in the body of execve() to yield the * appropriate stack segment usage once the argument length is * calculated. * * This function returns an int for uniformity with other (future) formats’ * stack setup functions. They might have errors to return. */ int exec_setup_stack(p, epp) struct pr
oc *p; struct exec_package *epp; { #ifdef MACHINE_STACK_GROWS_UP epp->ep_maxsaddr = USRSTACK; epp->ep_minsaddr = USRSTACK + MAXSSIZ; #else epp->ep_maxsaddr = USRSTACK - MAXSSIZ; epp->ep_minsaddr = USRSTACK; #endif epp->ep_ssize = round_page(p->p_rlimit[RLIMIT_STACK].rlim_cur); /* * set up commands for stack. note that this takes *two*, one to * map the part of the stack which we can access, and one to map * the part which we can’t. * * 
arguably, it could be made into one, but that would require the * addition of another mapping proc, which is unnecessary * * note that in memory, things assumed to be: 0 ....... ep_maxsaddr * <stack> ep_minsaddr */ #ifdef MACHINE_STACK_GROWS_UP NEW_VMCMD(&epp->ep_vmcmds, vmcmd_map_zero, ((epp->ep_minsaddr - epp->ep_ssize) - epp->ep_maxsaddr), epp->ep_maxsaddr + epp->ep_ssize, NULLVP, 0, VM_PROT_NONE); NEW_VMCMD(&epp->ep_vmcmds, vmcmd_ma
p_zero, epp->ep_ssize, epp->ep_maxsaddr, NULLVP, 0, VM_PROT_READ|VM_PROT_WRITE); #else NEW_VMCMD(&epp->ep_vmcmds, vmcmd_map_zero, ((epp->ep_minsaddr - epp->ep_ssize) - epp->ep_maxsaddr), epp->ep_maxsaddr, NULLVP, 0, VM_PROT_NONE); NEW_VMCMD(&epp->ep_vmcmds, vmcmd_map_zero, epp->ep_ssize, (epp->ep_minsaddr - epp->ep_ssize), NULLVP, 0, VM_PROT_READ|VM_PROT_WRITE); #endif return 0; } /* $OpenBSD: init_main.c,v 1.107 2003/09/01 18:06:03 hen
ning Exp $ */ /* $NetBSD: init_main.c,v 1.84.4.1 1996/06/02 09:08:06 mrg Exp $ */ /* * Copyright (c) 1995 Christopher G. Demetriou. All rights reserved. * Copyright (c) 1982, 1986, 1989, 1991, 1992, 1993 * The Regents of the University of California. All rights reserved. * (c) UNIX System Laboratories, Inc. * All or some portions of this file are derived from material licensed * to the University of California by American Telephone and 
Telegraph * Co. or Unix System Laboratories, Inc. and are reproduced herein with * the permission of UNIX System Laboratories, Inc. * * Redistribution and use in source and binary forms, with or without * modification, are permitted provided that the following conditions * are met: * 1. Redistributions of source code must retain the above copyright * notice, this list of conditions and the following disclaimer. * 2. Redistributions in b
inary form must reproduce the above copyright * notice, this list of conditions and the following disclaimer in the * documentation and/or other materials provided with the distribution. * 3. Neither the name of the University nor the names of its contributors * may be used to endorse or promote products derived from this software * without specific prior written permission. * * THIS SOFTWARE IS PROVIDED BY THE REGENTS AND CONTRIBUTORS 
‘‘AS IS’’ AND * ANY EXPRESS OR IMPLIED WARRANTIES, INCLUDING, BUT NOT LIMITED TO, THE * IMPLIED WARRANTIES OF MERCHANTABILITY AND FITNESS FOR A PARTICULAR PURPOSE * ARE DISCLAIMED. IN NO EVENT SHALL THE REGENTS OR CONTRIBUTORS BE LIABLE * FOR ANY DIRECT, INDIRECT, INCIDENTAL, SPECIAL, EXEMPLARY, OR CONSEQUENTIAL * DAMAGES (INCLUDING, BUT NOT LIMITED TO, PROCUREMENT OF SUBSTITUTE GOODS * OR SERVICES; LOSS OF USE, DATA, OR PROFITS; OR BUS
INESS INTERRUPTION) * HOWEVER CAUSED AND ON ANY THEORY OF LIABILITY, WHETHER IN CONTRACT, STRICT * LIABILITY, OR TORT (INCLUDING NEGLIGENCE OR OTHERWISE) ARISING IN ANY WAY * OUT OF THE USE OF THIS SOFTWARE, EVEN IF ADVISED OF THE POSSIBILITY OF * SUCH DAMAGE. * * @(#)init_main.c 8.9 (Berkeley) 1/21/94 */ #include <sys/param.h> #include <sys/filedesc.h> #include <sys/file.h> #include <sys/errno.h> #include <sys/exec.h> #include <sys/ker
nel.h> #include <sys/kthread.h> #include <sys/mount.h> #include <sys/proc.h> #include <sys/resourcevar.h> #include <sys/signalvar.h> #include <sys/systm.h> #include <sys/namei.h> #include <sys/vnode.h> #include <sys/tty.h> #include <sys/conf.h> #include <sys/buf.h> #include <sys/device.h> #include <sys/socketvar.h> #include <sys/protosw.h> #include <sys/reboot.h> #include <sys/user.h> #ifdef SYSVSHM #include <sys/shm.h> #endif #ifdef SY
SVSEM #include <sys/sem.h> #endif #ifdef SYSVMSG #include <sys/msg.h> #endif #include <sys/domain.h> #include <sys/mbuf.h> #include <sys/pipe.h> #include <sys/syscall.h> #include <sys/syscallargs.h> #include <dev/rndvar.h> #include <ufs/ufs/quota.h> #include <machine/cpu.h> #include <uvm/uvm.h> #include <net/if.h> #include <net/raw_cb.h> #if defined(CRYPTO) #include <crypto/cryptodev.h> #include <crypto/cryptosoft.h> #endif #if defined(
NFSSERVER) || defined(NFSCLIENT) extern void nfs_init(void); #endif const char copyright[] = "Copyright (c) 1982, 1986, 1989, 1991, 1993\n" "\tThe Regents of the University of California. All rights reserved.\n" "Copyright (c) 1995-2003 OpenBSD. All rights reserved. http://www.OpenBSD.org\n"; /* Components of the first process -- never freed. */ struct session session0; struct pgrp pgrp0; struct proc proc0; struct pcred cred0; struct pl
imit limit0; struct vmspace vmspace0; struct sigacts sigacts0; #ifndef curproc struct proc *curproc; #endif struct proc *initproc; int cmask = CMASK; extern struct user *proc0paddr; void (*md_diskconf)(void) = NULL; struct vnode *rootvp, *swapdev_vp; int boothowto; struct timeval boottime; struct timeval runtime; #if !defined(NO_PROPOLICE) long __guard[8]; #endif /* XXX return int so gcc -Werror won’t complain */ int main(void *); void 
check_console(struct proc *); void start_init(void *); void start_cleaner(void *); void start_update(void *); void start_reaper(void *); void start_crypto(void *); void init_exec(void); extern char sigcode[], esigcode[]; #ifdef SYSCALL_DEBUG extern char *syscallnames[]; #endif struct emul emul_native = { "native", NULL, sendsig, SYS_syscall, SYS_MAXSYSCALL, sysent, #ifdef SYSCALL_DEBUG syscallnames, #else NULL, #endif 0, copyargs, setre
gs, NULL, sigcode, esigcode, EMUL_ENABLED | EMUL_NATIVE, }; /* * System startup; initialize the world, create process 0, mount root * filesystem, and fork to create init and pagedaemon. Most of the * hard work is done in the lower-level initialization routines including * startup(), which does memory initialization and autoconfiguration. */ /* XXX return int, so gcc -Werror won’t complain */ int main(framep) void *framep; /* XXX should 
go away */ { struct proc *p; struct pdevinit *pdev; struct timeval rtv; quad_t lim; int s, i; register_t rval[2]; #if !defined(NO_PROPOLICE) int *guard = (int *)&__guard[0]; #endif extern struct pdevinit pdevinit[]; extern void scheduler_start(void); extern void disk_init(void); extern void endtsleep(void *); extern void realitexpire(void *); /* * Initialize the current process pointer (curproc) before * any possible traps/probes to sim
plify trap processing. */ curproc = p = &proc0; /* * Attempt to find console and initialize * in case of early panic or other messages. */ config_init(); /* init autoconfiguration data structures */ consinit(); printf(copyright); printf("\n"); uvm_init(); disk_init(); /* must come before autoconfiguration */ tty_init(); /* initialise tty’s */ cpu_startup(); /* * Initialize mbuf’s. Do this now because we might attempt to * allocate mbufs
 or mbuf clusters during autoconfiguration. */ mbinit(); /* Initalize sockets. */ soinit(); /* * Initialize timeouts. */ timeout_startup(); /* Initialize sysctls (must be done before any processes run) */ sysctl_init(); /* * Initialize process and pgrp structures. */ procinit(); /* * Initialize filedescriptors. */ filedesc_init(); /* * Initialize pipes. */ pipe_init(); /* * Create process 0 (the swapper). */ LIST_INSERT_HEAD(&allproc, p
, p_list); p->p_pgrp = &pgrp0; LIST_INSERT_HEAD(PIDHASH(0), p, p_hash); LIST_INSERT_HEAD(PGRPHASH(0), &pgrp0, pg_hash); LIST_INIT(&pgrp0.pg_members); LIST_INSERT_HEAD(&pgrp0.pg_members, p, p_pglist); pgrp0.pg_session = &session0; session0.s_count = 1; session0.s_leader = p; p->p_flag = P_INMEM | P_SYSTEM | P_NOCLDWAIT; p->p_stat = SRUN; p->p_nice = NZERO; p->p_emul = &emul_native; bcopy("swapper", p->p_comm, sizeof ("swapper")); /* Init
 timeouts. */ timeout_set(&p->p_sleep_to, endtsleep, p); timeout_set(&p->p_realit_to, realitexpire, p); /* Create credentials. */ cred0.p_refcnt = 1; p->p_cred = &cred0; p->p_ucred = crget(); p->p_ucred->cr_ngroups = 1; /* group 0 */ /* Initialize signal state for process 0. */ signal_init(); p->p_sigacts = &sigacts0; siginit(p); /* Create the file descriptor table. */ p->p_fd = fdinit(NULL); /* Create the limits structures. */ p->p_lim
it = &limit0; for (i = 0; i < sizeof(p->p_rlimit)/sizeof(p->p_rlimit[0]); i++) limit0.pl_rlimit[i].rlim_cur = limit0.pl_rlimit[i].rlim_max = RLIM_INFINITY; limit0.pl_rlimit[RLIMIT_NOFILE].rlim_cur = NOFILE; limit0.pl_rlimit[RLIMIT_NOFILE].rlim_max = MIN(NOFILE_MAX, (maxfiles - NOFILE > NOFILE) ? maxfiles - NOFILE : NOFILE); limit0.pl_rlimit[RLIMIT_NPROC].rlim_cur = MAXUPRC; lim = ptoa(uvmexp.free); limit0.pl_rlimit[RLIMIT_RSS].rlim_max 
= lim; limit0.pl_rlimit[RLIMIT_MEMLOCK].rlim_max = lim; limit0.pl_rlimit[RLIMIT_MEMLOCK].rlim_cur = lim / 3; limit0.p_refcnt = 1; /* Allocate a prototype map so we have something to fork. */ uvmspace_init(&vmspace0, pmap_kernel(), round_page(VM_MIN_ADDRESS), trunc_page(VM_MAX_ADDRESS), TRUE); p->p_vmspace = &vmspace0; p->p_addr = proc0paddr; /* XXX */ /* * We continue to place resource usage info in the * user struct so they’re pageable
. */ p->p_stats = &p->p_addr->u_stats; /* * Charge root for one process. */ (void)chgproccnt(0, 1); /* Initialize run queues */ rqinit(); /* Configure the devices */ cpu_configure(); /* Configure virtual memory system, set vm rlimits. */ uvm_init_limits(p); /* Initialize the file systems. */ #if defined(NFSSERVER) || defined(NFSCLIENT) nfs_init(); /* initialize server/shared data */ #endif vfsinit(); /* Start real time and statistics cl
ocks. */ initclocks(); #ifdef SYSVSHM /* Initialize System V style shared memory. */ shminit(); #endif #ifdef SYSVSEM /* Initialize System V style semaphores. */ seminit(); #endif #ifdef SYSVMSG /* Initialize System V style message queues. */ msginit(); #endif /* Attach pseudo-devices. */ randomattach(); for (pdev = pdevinit; pdev->pdev_attach != NULL; pdev++) if (pdev->pdev_count > 0) (*pdev->pdev_attach)(pdev->pdev_count); #ifdef CRYP
TO swcr_init(); #endif /* CRYPTO */ /* * Initialize protocols. Block reception of incoming packets * until everything is ready. */ s = splimp(); ifinit(); domaininit(); if_attachdomain(); splx(s); #ifdef GPROF /* Initialize kernel profiling. */ kmstartup(); #endif #if !defined(NO_PROPOLICE) for (i = 0; i < sizeof(__guard) / 4; i++) guard[i] = arc4random(); #endif /* init exec and emul */ init_exec(); /* Start the scheduler */ scheduler_
start(); dostartuphooks(); /* Configure root/swap devices */ if (md_diskconf) (*md_diskconf)(); /* Mount the root file system. */ if (vfs_mountroot()) panic("cannot mount root"); CIRCLEQ_FIRST(&mountlist)->mnt_flag |= MNT_ROOTFS; /* Get the vnode for ’/’. Set p->p_fd->fd_cdir to reference it. */ if (VFS_ROOT(mountlist.cqh_first, &rootvnode)) panic("cannot find root vnode"); p->p_fd->fd_cdir = rootvnode; VREF(p->p_fd->fd_cdir); VOP_UNLOC
K(rootvnode, 0, p); p->p_fd->fd_rdir = NULL; uvm_swap_init(); /* * Now can look at time, having had a chance to verify the time * from the file system. Reset p->p_rtime as it may have been * munched in mi_switch() after the time got set. */ p->p_stats->p_start = runtime = mono_time = boottime = time; p->p_rtime.tv_sec = p->p_rtime.tv_usec = 0; /* Create process 1 (init(8)). */ if (fork1(p, SIGCHLD, FORK_FORK, NULL, 0, start_init, NULL, 
rval)) panic("fork init"); /* Create process 2, the pageout daemon kernel thread. */ if (kthread_create(uvm_pageout, NULL, NULL, "pagedaemon")) panic("fork pagedaemon"); /* Create process 3, the reaper daemon kernel thread. */ if (kthread_create(start_reaper, NULL, NULL, "reaper")) panic("fork reaper"); /* Create process 4, the cleaner daemon kernel thread. */ if (kthread_create(start_cleaner, NULL, NULL, "cleaner")) panic("fork cleaner
"); /* Create process 5, the update daemon kernel thread. */ if (kthread_create(start_update, NULL, NULL, "update")) panic("fork update"); /* Create process 6, the aiodone daemon kernel thread. */ if (kthread_create(uvm_aiodone_daemon, NULL, NULL, "aiodoned")) panic("fork aiodoned"); #ifdef CRYPTO /* Create process 7, the crypto kernel thread. */ if (kthread_create(start_crypto, NULL, NULL, "crypto")) panic("crypto thread"); #endif /* C
RYPTO */ /* Create any other deferred kernel threads. */ kthread_run_deferred_queue(); microtime(&rtv); srandom((u_long)(rtv.tv_sec ^ rtv.tv_usec)); randompid = 1; /* The scheduler is an infinite loop. */ uvm_scheduler(); /* NOTREACHED */ } /* * List of paths to try when searching for "init". */ static char *initpaths[] = { "/sbin/init", "/sbin/oinit", "/sbin/init.bak", NULL, }; void check_console(p) struct proc *p; { struct nameidata n
d; int error; NDINIT(&nd, LOOKUP, FOLLOW, UIO_SYSSPACE, "/dev/console", p); error = namei(&nd); if (error) { if (error == ENOENT) printf("warning: /dev/console does not exist\n"); else printf("warning: /dev/console error %d\n", error); } else vrele(nd.ni_vp); } /* * Start the initial user process; try exec’ing each pathname in "initpaths". * The program is invoked with one argument containing the boot flags. */ void start_init(arg) void
 *arg; { struct proc *p = arg; vaddr_t addr; struct sys_execve_args /* { syscallarg(const char *) path; syscallarg(char *const *) argp; syscallarg(char *const *) envp; } */ args; int options, error; long i; register_t retval[2]; char flags[4], *flagsp; char **pathp, *path, *ucp, **uap, *arg0, *arg1 = NULL; initproc = p; /* * Now in process 1. */ check_console(p); /* * Need just enough stack to hold the faked-up "execve()" arguments. */ 
#ifdef MACHINE_STACK_GROWS_UP addr = USRSTACK; #else addr = USRSTACK - PAGE_SIZE; #endif if (uvm_map(&p->p_vmspace->vm_map, &addr, PAGE_SIZE, NULL, UVM_UNKNOWN_OFFSET, 0, UVM_MAPFLAG(UVM_PROT_RW, UVM_PROT_ALL, UVM_INH_COPY, UVM_ADV_NORMAL, UVM_FLAG_FIXED|UVM_FLAG_OVERLAY|UVM_FLAG_COPYONW))) panic("init: couldn’t allocate argument space"); p->p_vmspace->vm_maxsaddr = (caddr_t)addr; for (pathp = &initpaths[0]; (path = *pathp) != NULL; pat
hp++) { #ifdef MACHINE_STACK_GROWS_UP ucp = (char *)addr; #else ucp = (char *)(addr + PAGE_SIZE); #endif /* * Construct the boot flag argument. */ flagsp = flags; *flagsp++ = ’-’; options = 0; if (boothowto & RB_SINGLE) { *flagsp++ = ’s’; options = 1; } #ifdef notyet if (boothowto & RB_FASTBOOT) { *flagsp++ = ’f’; options = 1; } #endif /* * Move out the flags (arg 1), if necessary. */ if (options != 0) { *flagsp++ = ’\0’; i = flagsp - f
lags; #ifdef DEBUG printf("init: copying out flags ‘%s’ %d\n", flags, i); #endif #ifdef MACHINE_STACK_GROWS_UP arg1 = ucp; (void)copyout((caddr_t)flags, (caddr_t)ucp, i); ucp += i; #else (void)copyout((caddr_t)flags, (caddr_t)(ucp -= i), i); arg1 = ucp; #endif } /* * Move out the file name (also arg 0). */ i = strlen(path) + 1; #ifdef DEBUG printf("init: copying out path ‘%s’ %d\n", path, i); #endif #ifdef MACHINE_STACK_GROWS_UP arg0 = 
ucp; (void)copyout((caddr_t)path, (caddr_t)ucp, i); ucp += i; ucp = (caddr_t)ALIGN((u_long)ucp); uap = (char **)ucp + 3; #else (void)copyout((caddr_t)path, (caddr_t)(ucp -= i), i); arg0 = ucp; uap = (char **)((u_long)ucp & ~ALIGNBYTES); #endif /* * Move out the arg pointers. */ i = 0; copyout(&i, (caddr_t)--uap, sizeof(register_t)); /* terminator */ if (options != 0) copyout(&arg1, (caddr_t)--uap, sizeof(register_t)); copyout(&arg0, (ca
ddr_t)--uap, sizeof(register_t)); /* * Point at the arguments. */ SCARG(&args, path) = arg0; SCARG(&args, argp) = uap; SCARG(&args, envp) = NULL; /* * Now try to exec the program. If can’t for any reason * other than it doesn’t exist, complain. */ if ((error = sys_execve(p, &args, retval)) == 0) return; if (error != ENOENT) printf("exec %s: error %d\n", path, error); } printf("init: not found\n"); panic("no init"); } void start_update(a
rg) void *arg; { sched_sync(curproc); /* NOTREACHED */ } void start_cleaner(arg) void *arg; { buf_daemon(curproc); /* NOTREACHED */ } void start_reaper(arg) void *arg; { reaper(); /* NOTREACHED */ } #ifdef CRYPTO void start_crypto(arg) void *arg; { crypto_thread(); /* NOTREACHED */ } #endif /* CRYPTO */ /* $OpenBSD: init_sysent.c,v 1.70 2003/09/07 21:01:04 miod Exp $ */ /* * System call switch table. * * DO NOT EDIT-- this file is autom
atically generated. * created from; OpenBSD: syscalls.master,v 1.62 2003/09/07 21:00:27 miod Exp */ #include <sys/param.h> #include <sys/systm.h> #include <sys/signal.h> #include <sys/mount.h> #include <sys/syscallargs.h> #include <sys/poll.h> #include <sys/event.h> #include <xfs/xfs_pioctl.h> #ifdef COMPAT_43 #define compat_43(func) __CONCAT(compat_43_,func) #else #define compat_43(func) sys_nosys #endif #ifdef COMPAT_09 #define compat
_09(func) __CONCAT(compat_09_,func) #else #define compat_09(func) sys_nosys #endif #ifdef COMPAT_10 #define compat_10(func) __CONCAT(compat_10_,func) #else #define compat_10(func) sys_nosys #endif #ifdef COMPAT_23 #define compat_23(func) __CONCAT(compat_23_,func) #else #define compat_23(func) sys_nosys #endif #ifdef COMPAT_25 #define compat_25(func) __CONCAT(compat_25_,func) #else #define compat_25(func) sys_nosys #endif #define s(type)
 sizeof(type) struct sysent sysent[] = { { 0, 0, sys_nosys }, /* 0 = syscall (indir) */ { 1, s(struct sys_exit_args), sys_exit }, /* 1 = exit */ { 0, 0, sys_fork }, /* 2 = fork */ { 3, s(struct sys_read_args), sys_read }, /* 3 = read */ { 3, s(struct sys_write_args), sys_write }, /* 4 = write */ { 3, s(struct sys_open_args), sys_open }, /* 5 = open */ { 1, s(struct sys_close_args), sys_close }, /* 6 = close */ { 4, s(struct sys_wait4_ar
gs), sys_wait4 }, /* 7 = wait4 */ { 2, s(struct compat_43_sys_creat_args), compat_43(sys_creat) }, /* 8 = compat_43 ocreat */ { 2, s(struct sys_link_args), sys_link }, /* 9 = link */ { 1, s(struct sys_unlink_args), sys_unlink }, /* 10 = unlink */ { 0, 0, sys_nosys }, /* 11 = obsolete execv */ { 1, s(struct sys_chdir_args), sys_chdir }, /* 12 = chdir */ { 1, s(struct sys_fchdir_args), sys_fchdir }, /* 13 = fchdir */ { 3, s(struct sys_mkn
od_args), sys_mknod }, /* 14 = mknod */ { 2, s(struct sys_chmod_args), sys_chmod }, /* 15 = chmod */ { 3, s(struct sys_chown_args), sys_chown }, /* 16 = chown */ { 1, s(struct sys_obreak_args), sys_obreak }, /* 17 = break */ { 3, s(struct compat_25_sys_getfsstat_args), compat_25(sys_getfsstat) }, /* 18 = compat_25 ogetfsstat */ { 3, s(struct compat_43_sys_lseek_args), compat_43(sys_lseek) }, /* 19 = compat_43 olseek */ { 0, 0, sys_getpi
d }, /* 20 = getpid */ { 4, s(struct sys_mount_args), sys_mount }, /* 21 = mount */ { 2, s(struct sys_unmount_args), sys_unmount }, /* 22 = unmount */ { 1, s(struct sys_setuid_args), sys_setuid }, /* 23 = setuid */ { 0, 0, sys_getuid }, /* 24 = getuid */ { 0, 0, sys_geteuid }, /* 25 = geteuid */ #ifdef PTRACE { 4, s(struct sys_ptrace_args), sys_ptrace }, /* 26 = ptrace */ #else { 0, 0, sys_nosys }, /* 26 = unimplemented ptrace */ #endif
 { 3, s(struct sys_recvmsg_args), sys_recvmsg }, /* 27 = recvmsg */ { 3, s(struct sys_sendmsg_args), sys_sendmsg }, /* 28 = sendmsg */ { 6, s(struct sys_recvfrom_args), sys_recvfrom }, /* 29 = recvfrom */ { 3, s(struct sys_accept_args), sys_accept }, /* 30 = accept */ { 3, s(struct sys_getpeername_args), sys_getpeername }, /* 31 = getpeername */ { 3, s(struct sys_getsockname_args), sys_getsockname }, /* 32 = getsockname */ { 2, s(struct
 sys_access_args), sys_access }, /* 33 = access */ { 2, s(struct sys_chflags_args), sys_chflags }, /* 34 = chflags */ { 2, s(struct sys_fchflags_args), sys_fchflags }, /* 35 = fchflags */ { 0, 0, sys_sync }, /* 36 = sync */ { 2, s(struct sys_kill_args), sys_kill }, /* 37 = kill */ { 2, s(struct compat_43_sys_stat_args), compat_43(sys_stat) }, /* 38 = compat_43 ostat */ { 0, 0, sys_getppid }, /* 39 = getppid */ { 2, s(struct compat_43_sy
s_lstat_args), compat_43(sys_lstat) }, /* 40 = compat_43 olstat */ { 1, s(struct sys_dup_args), sys_dup }, /* 41 = dup */ { 0, 0, sys_opipe }, /* 42 = opipe */ { 0, 0, sys_getegid }, /* 43 = getegid */ { 4, s(struct sys_profil_args), sys_profil }, /* 44 = profil */ #ifdef KTRACE { 4, s(struct sys_ktrace_args), sys_ktrace }, /* 45 = ktrace */ #else { 0, 0, sys_nosys }, /* 45 = unimplemented ktrace */ #endif { 3, s(struct sys_sigaction_ar
gs), sys_sigaction }, /* 46 = sigaction */ { 0, 0, sys_getgid }, /* 47 = getgid */ { 2, s(struct sys_sigprocmask_args), sys_sigprocmask }, /* 48 = sigprocmask */ { 2, s(struct sys_getlogin_args), sys_getlogin }, /* 49 = getlogin */ { 1, s(struct sys_setlogin_args), sys_setlogin }, /* 50 = setlogin */ { 1, s(struct sys_acct_args), sys_acct }, /* 51 = acct */ { 0, 0, sys_sigpending }, /* 52 = sigpending */ { 2, s(struct sys_sigaltstack_ar
gs), sys_sigaltstack }, /* 53 = sigaltstack */ { 3, s(struct sys_ioctl_args), sys_ioctl }, /* 54 = ioctl */ { 1, s(struct sys_reboot_args), sys_reboot }, /* 55 = reboot */ { 1, s(struct sys_revoke_args), sys_revoke }, /* 56 = revoke */ { 2, s(struct sys_symlink_args), sys_symlink }, /* 57 = symlink */ { 3, s(struct sys_readlink_args), sys_readlink }, /* 58 = readlink */ { 3, s(struct sys_execve_args), sys_execve }, /* 59 = execve */ { 1
, s(struct sys_umask_args), sys_umask }, /* 60 = umask */ { 1, s(struct sys_chroot_args), sys_chroot }, /* 61 = chroot */ { 2, s(struct compat_43_sys_fstat_args), compat_43(sys_fstat) }, /* 62 = compat_43 ofstat */ { 4, s(struct compat_43_sys_getkerninfo_args), compat_43(sys_getkerninfo) }, /* 63 = compat_43 ogetkerninfo */ { 0, 0, compat_43(sys_getpagesize) }, /* 64 = compat_43 ogetpagesize */ { 2, s(struct compat_25_sys_omsync_args), 
compat_25(sys_omsync) }, /* 65 = compat_25 omsync */ { 0, 0, sys_vfork }, /* 66 = vfork */ { 0, 0, sys_nosys }, /* 67 = obsolete vread */ { 0, 0, sys_nosys }, /* 68 = obsolete vwrite */ { 1, s(struct sys_sbrk_args), sys_sbrk }, /* 69 = sbrk */ { 1, s(struct sys_sstk_args), sys_sstk }, /* 70 = sstk */ { 6, s(struct compat_43_sys_mmap_args), compat_43(sys_mmap) }, /* 71 = compat_43 ommap */ { 1, s(struct sys_ovadvise_args), sys_ovadvise }
, /* 72 = vadvise */ { 2, s(struct sys_munmap_args), sys_munmap }, /* 73 = munmap */ { 3, s(struct sys_mprotect_args), sys_mprotect }, /* 74 = mprotect */ { 3, s(struct sys_madvise_args), sys_madvise }, /* 75 = madvise */ { 0, 0, sys_nosys }, /* 76 = obsolete vhangup */ { 0, 0, sys_nosys }, /* 77 = obsolete vlimit */ { 3, s(struct sys_mincore_args), sys_mincore }, /* 78 = mincore */ { 2, s(struct sys_getgroups_args), sys_getgroups }, /*
 79 = getgroups */ { 2, s(struct sys_setgroups_args), sys_setgroups }, /* 80 = setgroups */ { 0, 0, sys_getpgrp }, /* 81 = getpgrp */ { 2, s(struct sys_setpgid_args), sys_setpgid }, /* 82 = setpgid */ { 3, s(struct sys_setitimer_args), sys_setitimer }, /* 83 = setitimer */ { 0, 0, compat_43(sys_wait) }, /* 84 = compat_43 owait */ { 1, s(struct compat_25_sys_swapon_args), compat_25(sys_swapon) }, /* 85 = compat_25 swapon */ { 2, s(struct
 sys_getitimer_args), sys_getitimer }, /* 86 = getitimer */ { 2, s(struct compat_43_sys_gethostname_args), compat_43(sys_gethostname) }, /* 87 = compat_43 ogethostname */ { 2, s(struct compat_43_sys_sethostname_args), compat_43(sys_sethostname) }, /* 88 = compat_43 osethostname */ { 0, 0, compat_43(sys_getdtablesize) }, /* 89 = compat_43 ogetdtablesize */ { 2, s(struct sys_dup2_args), sys_dup2 }, /* 90 = dup2 */ { 0, 0, sys_nosys }, /* 
91 = unimplemented getdopt */ { 3, s(struct sys_fcntl_args), sys_fcntl }, /* 92 = fcntl */ { 5, s(struct sys_select_args), sys_select }, /* 93 = select */ { 0, 0, sys_nosys }, /* 94 = unimplemented setdopt */ { 1, s(struct sys_fsync_args), sys_fsync }, /* 95 = fsync */ { 3, s(struct sys_setpriority_args), sys_setpriority }, /* 96 = setpriority */ { 3, s(struct sys_socket_args), sys_socket }, /* 97 = socket */ { 3, s(struct sys_connect_a
rgs), sys_connect }, /* 98 = connect */ { 3, s(struct compat_43_sys_accept_args), compat_43(sys_accept) }, /* 99 = compat_43 oaccept */ { 2, s(struct sys_getpriority_args), sys_getpriority }, /* 100 = getpriority */ { 4, s(struct compat_43_sys_send_args), compat_43(sys_send) }, /* 101 = compat_43 osend */ { 4, s(struct compat_43_sys_recv_args), compat_43(sys_recv) }, /* 102 = compat_43 orecv */ { 1, s(struct sys_sigreturn_args), sys_sig
return }, /* 103 = sigreturn */ { 3, s(struct sys_bind_args), sys_bind }, /* 104 = bind */ { 5, s(struct sys_setsockopt_args), sys_setsockopt }, /* 105 = setsockopt */ { 2, s(struct sys_listen_args), sys_listen }, /* 106 = listen */ { 0, 0, sys_nosys }, /* 107 = obsolete vtimes */ { 3, s(struct compat_43_sys_sigvec_args), compat_43(sys_sigvec) }, /* 108 = compat_43 osigvec */ { 1, s(struct compat_43_sys_sigblock_args), compat_43(sys_sig
block) }, /* 109 = compat_43 osigblock */ { 1, s(struct compat_43_sys_sigsetmask_args), compat_43(sys_sigsetmask) }, /* 110 = compat_43 osigsetmask */ { 1, s(struct sys_sigsuspend_args), sys_sigsuspend }, /* 111 = sigsuspend */ { 2, s(struct compat_43_sys_sigstack_args), compat_43(sys_sigstack) }, /* 112 = compat_43 osigstack */ { 3, s(struct compat_43_sys_recvmsg_args), compat_43(sys_recvmsg) }, /* 113 = compat_43 orecvmsg */ { 3, s(st
ruct compat_43_sys_sendmsg_args), compat_43(sys_sendmsg) }, /* 114 = compat_43 osendmsg */ { 0, 0, sys_nosys }, /* 115 = obsolete vtrace */ { 2, s(struct sys_gettimeofday_args), sys_gettimeofday }, /* 116 = gettimeofday */ { 2, s(struct sys_getrusage_args), sys_getrusage }, /* 117 = getrusage */ { 5, s(struct sys_getsockopt_args), sys_getsockopt }, /* 118 = getsockopt */ { 0, 0, sys_nosys }, /* 119 = obsolete resuba */ { 3, s(struct sys
_readv_args), sys_readv }, /* 120 = readv */ { 3, s(struct sys_writev_args), sys_writev }, /* 121 = writev */ { 2, s(struct sys_settimeofday_args), sys_settimeofday }, /* 122 = settimeofday */ { 3, s(struct sys_fchown_args), sys_fchown }, /* 123 = fchown */ { 2, s(struct sys_fchmod_args), sys_fchmod }, /* 124 = fchmod */ { 6, s(struct compat_43_sys_recvfrom_args), compat_43(sys_recvfrom) }, /* 125 = compat_43 orecvfrom */ { 2, s(struct 
sys_setreuid_args), sys_setreuid }, /* 126 = setreuid */ { 2, s(struct sys_setregid_args), sys_setregid }, /* 127 = setregid */ { 2, s(struct sys_rename_args), sys_rename }, /* 128 = rename */ { 2, s(struct compat_43_sys_truncate_args), compat_43(sys_truncate) }, /* 129 = compat_43 otruncate */ { 2, s(struct compat_43_sys_ftruncate_args), compat_43(sys_ftruncate) }, /* 130 = compat_43 oftruncate */ { 2, s(struct sys_flock_args), sys_flo
ck }, /* 131 = flock */ { 2, s(struct sys_mkfifo_args), sys_mkfifo }, /* 132 = mkfifo */ { 6, s(struct sys_sendto_args), sys_sendto }, /* 133 = sendto */ { 2, s(struct sys_shutdown_args), sys_shutdown }, /* 134 = shutdown */ { 4, s(struct sys_socketpair_args), sys_socketpair }, /* 135 = socketpair */ { 2, s(struct sys_mkdir_args), sys_mkdir }, /* 136 = mkdir */ { 1, s(struct sys_rmdir_args), sys_rmdir }, /* 137 = rmdir */ { 2, s(struct 
sys_utimes_args), sys_utimes }, /* 138 = utimes */ { 0, 0, sys_nosys }, /* 139 = obsolete 4.2 sigreturn */ { 2, s(struct sys_adjtime_args), sys_adjtime }, /* 140 = adjtime */ { 3, s(struct compat_43_sys_getpeername_args), compat_43(sys_getpeername) }, /* 141 = compat_43 ogetpeername */ { 0, 0, compat_43(sys_gethostid) }, /* 142 = compat_43 ogethostid */ { 1, s(struct compat_43_sys_sethostid_args), compat_43(sys_sethostid) }, /* 143 = co
mpat_43 osethostid */ { 2, s(struct compat_43_sys_getrlimit_args), compat_43(sys_getrlimit) }, /* 144 = compat_43 ogetrlimit */ { 2, s(struct compat_43_sys_setrlimit_args), compat_43(sys_setrlimit) }, /* 145 = compat_43 osetrlimit */ { 2, s(struct compat_43_sys_killpg_args), compat_43(sys_killpg) }, /* 146 = compat_43 okillpg */ { 0, 0, sys_setsid }, /* 147 = setsid */ { 4, s(struct sys_quotactl_args), sys_quotactl }, /* 148 = quotactl 
*/ { 0, 0, compat_43(sys_quota) }, /* 149 = compat_43 oquota */ { 3, s(struct compat_43_sys_getsockname_args), compat_43(sys_getsockname) }, /* 150 = compat_43 ogetsockname */ { 0, 0, sys_nosys }, /* 151 = unimplemented */ { 0, 0, sys_nosys }, /* 152 = unimplemented */ { 0, 0, sys_nosys }, /* 153 = unimplemented */ { 0, 0, sys_nosys }, /* 154 = unimplemented */ #if defined(NFSCLIENT) || defined(NFSSERVER) { 2, s(struct sys_nfssvc_args),
 sys_nfssvc }, /* 155 = nfssvc */ #else { 0, 0, sys_nosys }, /* 155 = unimplemented */ #endif { 4, s(struct compat_43_sys_getdirentries_args), compat_43(sys_getdirentries) }, /* 156 = compat_43 ogetdirentries */ { 2, s(struct compat_25_sys_statfs_args), compat_25(sys_statfs) }, /* 157 = compat_25 ostatfs */ { 2, s(struct compat_25_sys_fstatfs_args), compat_25(sys_fstatfs) }, /* 158 = compat_25 ostatfs */ { 0, 0, sys_nosys }, /* 159 = un
implemented */ { 0, 0, sys_nosys }, /* 160 = unimplemented */ { 2, s(struct sys_getfh_args), sys_getfh }, /* 161 = getfh */ { 2, s(struct compat_09_sys_getdomainname_args), compat_09(sys_getdomainname) }, /* 162 = compat_09 ogetdomainname */ { 2, s(struct compat_09_sys_setdomainname_args), compat_09(sys_setdomainname) }, /* 163 = compat_09 osetdomainname */ { 1, s(struct compat_09_sys_uname_args), compat_09(sys_uname) }, /* 164 = compat
_09 ouname */ { 2, s(struct sys_sysarch_args), sys_sysarch }, /* 165 = sysarch */ { 0, 0, sys_nosys }, /* 166 = unimplemented */ { 0, 0, sys_nosys }, /* 167 = unimplemented */ { 0, 0, sys_nosys }, /* 168 = unimplemented */ #if defined(SYSVSEM) && !defined(alpha) && !defined(__sparc64__) { 5, s(struct compat_10_sys_semsys_args), compat_10(sys_semsys) }, /* 169 = compat_10 osemsys */ #else { 0, 0, sys_nosys }, /* 169 = unimplemented 1.0 s
emsys */ #endif #if defined(SYSVMSG) && !defined(alpha) && !defined(__sparc64__) { 6, s(struct compat_10_sys_msgsys_args), compat_10(sys_msgsys) }, /* 170 = compat_10 omsgsys */ #else { 0, 0, sys_nosys }, /* 170 = unimplemented 1.0 msgsys */ #endif #if defined(SYSVSHM) && !defined(alpha) && !defined(__sparc64__) { 4, s(struct compat_10_sys_shmsys_args), compat_10(sys_shmsys) }, /* 171 = compat_10 oshmsys */ #else { 0, 0, sys_nosys }, /*
 171 = unimplemented 1.0 shmsys */ #endif { 0, 0, sys_nosys }, /* 172 = unimplemented */ { 5, s(struct sys_pread_args), sys_pread }, /* 173 = pread */ { 5, s(struct sys_pwrite_args), sys_pwrite }, /* 174 = pwrite */ { 0, 0, sys_nosys }, /* 175 = unimplemented ntp_gettime */ { 0, 0, sys_nosys }, /* 176 = unimplemented ntp_adjtime */ { 0, 0, sys_nosys }, /* 177 = unimplemented */ { 0, 0, sys_nosys }, /* 178 = unimplemented */ { 0, 0, sys_
nosys }, /* 179 = unimplemented */ { 0, 0, sys_nosys }, /* 180 = unimplemented */ { 1, s(struct sys_setgid_args), sys_setgid }, /* 181 = setgid */ { 1, s(struct sys_setegid_args), sys_setegid }, /* 182 = setegid */ { 1, s(struct sys_seteuid_args), sys_seteuid }, /* 183 = seteuid */ #ifdef LFS { 3, s(struct lfs_bmapv_args), lfs_bmapv }, /* 184 = lfs_bmapv */ { 3, s(struct lfs_markv_args), lfs_markv }, /* 185 = lfs_markv */ { 2, s(struct 
lfs_segclean_args), lfs_segclean }, /* 186 = lfs_segclean */ { 2, s(struct lfs_segwait_args), lfs_segwait }, /* 187 = lfs_segwait */ #else { 0, 0, sys_nosys }, /* 184 = unimplemented */ { 0, 0, sys_nosys }, /* 185 = unimplemented */ { 0, 0, sys_nosys }, /* 186 = unimplemented */ { 0, 0, sys_nosys }, /* 187 = unimplemented */ #endif { 2, s(struct sys_stat_args), sys_stat }, /* 188 = stat */ { 2, s(struct sys_fstat_args), sys_fstat }, /* 
189 = fstat */ { 2, s(struct sys_lstat_args), sys_lstat }, /* 190 = lstat */ { 2, s(struct sys_pathconf_args), sys_pathconf }, /* 191 = pathconf */ { 2, s(struct sys_fpathconf_args), sys_fpathconf }, /* 192 = fpathconf */ { 3, s(struct sys_swapctl_args), sys_swapctl }, /* 193 = swapctl */ { 2, s(struct sys_getrlimit_args), sys_getrlimit }, /* 194 = getrlimit */ { 2, s(struct sys_setrlimit_args), sys_setrlimit }, /* 195 = setrlimit */ { 
4, s(struct sys_getdirentries_args), sys_getdirentries }, /* 196 = getdirentries */ { 7, s(struct sys_mmap_args), sys_mmap }, /* 197 = mmap */ { 0, 0, sys_nosys }, /* 198 = __syscall (indir) */ { 4, s(struct sys_lseek_args), sys_lseek }, /* 199 = lseek */ { 3, s(struct sys_truncate_args), sys_truncate }, /* 200 = truncate */ { 3, s(struct sys_ftruncate_args), sys_ftruncate }, /* 201 = ftruncate */ { 6, s(struct sys___sysctl_args), sys__
_sysctl }, /* 202 = __sysctl */ { 2, s(struct sys_mlock_args), sys_mlock }, /* 203 = mlock */ { 2, s(struct sys_munlock_args), sys_munlock }, /* 204 = munlock */ { 1, s(struct sys_undelete_args), sys_undelete }, /* 205 = undelete */ { 2, s(struct sys_futimes_args), sys_futimes }, /* 206 = futimes */ { 1, s(struct sys_getpgid_args), sys_getpgid }, /* 207 = getpgid */ { 5, s(struct sys_xfspioctl_args), sys_xfspioctl }, /* 208 = xfspioctl 
*/ { 0, 0, sys_nosys }, /* 209 = unimplemented */ #ifdef LKM { 0, 0, sys_lkmnosys }, /* 210 = lkmnosys */ { 0, 0, sys_lkmnosys }, /* 211 = lkmnosys */ { 0, 0, sys_lkmnosys }, /* 212 = lkmnosys */ { 0, 0, sys_lkmnosys }, /* 213 = lkmnosys */ { 0, 0, sys_lkmnosys }, /* 214 = lkmnosys */ { 0, 0, sys_lkmnosys }, /* 215 = lkmnosys */ { 0, 0, sys_lkmnosys }, /* 216 = lkmnosys */ { 0, 0, sys_lkmnosys }, /* 217 = lkmnosys */ { 0, 0, sys_lkmnosy
s }, /* 218 = lkmnosys */ { 0, 0, sys_lkmnosys }, /* 219 = lkmnosys */ #else /* !LKM */ { 0, 0, sys_nosys }, /* 210 = unimplemented */ { 0, 0, sys_nosys }, /* 211 = unimplemented */ { 0, 0, sys_nosys }, /* 212 = unimplemented */ { 0, 0, sys_nosys }, /* 213 = unimplemented */ { 0, 0, sys_nosys }, /* 214 = unimplemented */ { 0, 0, sys_nosys }, /* 215 = unimplemented */ { 0, 0, sys_nosys }, /* 216 = unimplemented */ { 0, 0, sys_nosys }, /*
 217 = unimplemented */ { 0, 0, sys_nosys }, /* 218 = unimplemented */ { 0, 0, sys_nosys }, /* 219 = unimplemented */ #endif /* !LKM */ #ifdef SYSVSEM { 4, s(struct compat_23_sys___semctl_args), compat_23(sys___semctl) }, /* 220 = compat_23 __osemctl */ { 3, s(struct sys_semget_args), sys_semget }, /* 221 = semget */ { 3, s(struct sys_semop_args), sys_semop }, /* 222 = semop */ { 0, 0, sys_nosys }, /* 223 = obsolete sys_semconfig */ #el
se { 0, 0, sys_nosys }, /* 220 = unimplemented semctl */ { 0, 0, sys_nosys }, /* 221 = unimplemented semget */ { 0, 0, sys_nosys }, /* 222 = unimplemented semop */ { 0, 0, sys_nosys }, /* 223 = unimplemented semconfig */ #endif #ifdef SYSVMSG { 3, s(struct compat_23_sys_msgctl_args), compat_23(sys_msgctl) }, /* 224 = compat_23 omsgctl */ { 2, s(struct sys_msgget_args), sys_msgget }, /* 225 = msgget */ { 4, s(struct sys_msgsnd_args), sys
_msgsnd }, /* 226 = msgsnd */ { 5, s(struct sys_msgrcv_args), sys_msgrcv }, /* 227 = msgrcv */ #else { 0, 0, sys_nosys }, /* 224 = unimplemented msgctl */ { 0, 0, sys_nosys }, /* 225 = unimplemented msgget */ { 0, 0, sys_nosys }, /* 226 = unimplemented msgsnd */ { 0, 0, sys_nosys }, /* 227 = unimplemented msgrcv */ #endif #ifdef SYSVSHM { 3, s(struct sys_shmat_args), sys_shmat }, /* 228 = shmat */ { 3, s(struct compat_23_sys_shmctl_args
), compat_23(sys_shmctl) }, /* 229 = compat_23 oshmctl */ { 1, s(struct sys_shmdt_args), sys_shmdt }, /* 230 = shmdt */ { 3, s(struct sys_shmget_args), sys_shmget }, /* 231 = shmget */ #else { 0, 0, sys_nosys }, /* 228 = unimplemented shmat */ { 0, 0, sys_nosys }, /* 229 = unimplemented shmctl */ { 0, 0, sys_nosys }, /* 230 = unimplemented shmdt */ { 0, 0, sys_nosys }, /* 231 = unimplemented shmget */ #endif { 2, s(struct sys_clock_gett
ime_args), sys_clock_gettime }, /* 232 = clock_gettime */ { 2, s(struct sys_clock_settime_args), sys_clock_settime }, /* 233 = clock_settime */ { 2, s(struct sys_clock_getres_args), sys_clock_getres }, /* 234 = clock_getres */ { 0, 0, sys_nosys }, /* 235 = unimplemented timer_create */ { 0, 0, sys_nosys }, /* 236 = unimplemented timer_delete */ { 0, 0, sys_nosys }, /* 237 = unimplemented timer_settime */ { 0, 0, sys_nosys }, /* 238 = un
implemented timer_gettime */ { 0, 0, sys_nosys }, /* 239 = unimplemented timer_getoverrun */ { 2, s(struct sys_nanosleep_args), sys_nanosleep }, /* 240 = nanosleep */ { 0, 0, sys_nosys }, /* 241 = unimplemented */ { 0, 0, sys_nosys }, /* 242 = unimplemented */ { 0, 0, sys_nosys }, /* 243 = unimplemented */ { 0, 0, sys_nosys }, /* 244 = unimplemented */ { 0, 0, sys_nosys }, /* 245 = unimplemented */ { 0, 0, sys_nosys }, /* 246 = unimplem
ented */ { 0, 0, sys_nosys }, /* 247 = unimplemented */ { 0, 0, sys_nosys }, /* 248 = unimplemented */ { 0, 0, sys_nosys }, /* 249 = unimplemented */ { 3, s(struct sys_minherit_args), sys_minherit }, /* 250 = minherit */ { 1, s(struct sys_rfork_args), sys_rfork }, /* 251 = rfork */ { 3, s(struct sys_poll_args), sys_poll }, /* 252 = poll */ { 0, 0, sys_issetugid }, /* 253 = issetugid */ { 3, s(struct sys_lchown_args), sys_lchown }, /* 25
4 = lchown */ { 1, s(struct sys_getsid_args), sys_getsid }, /* 255 = getsid */ { 3, s(struct sys_msync_args), sys_msync }, /* 256 = msync */ #ifdef SYSVSEM { 4, s(struct sys___semctl_args), sys___semctl }, /* 257 = __semctl */ #else { 0, 0, sys_nosys }, /* 257 = unimplemented */ #endif #ifdef SYSVSHM { 3, s(struct sys_shmctl_args), sys_shmctl }, /* 258 = shmctl */ #else { 0, 0, sys_nosys }, /* 258 = unimplemented */ #endif #ifdef SYSVMS
G { 3, s(struct sys_msgctl_args), sys_msgctl }, /* 259 = msgctl */ #else { 0, 0, sys_nosys }, /* 259 = unimplemented */ #endif { 3, s(struct sys_getfsstat_args), sys_getfsstat }, /* 260 = getfsstat */ { 2, s(struct sys_statfs_args), sys_statfs }, /* 261 = statfs */ { 2, s(struct sys_fstatfs_args), sys_fstatfs }, /* 262 = fstatfs */ { 1, s(struct sys_pipe_args), sys_pipe }, /* 263 = pipe */ { 2, s(struct sys_fhopen_args), sys_fhopen }, /
* 264 = fhopen */ { 2, s(struct sys_fhstat_args), sys_fhstat }, /* 265 = fhstat */ { 2, s(struct sys_fhstatfs_args), sys_fhstatfs }, /* 266 = fhstatfs */ { 5, s(struct sys_preadv_args), sys_preadv }, /* 267 = preadv */ { 5, s(struct sys_pwritev_args), sys_pwritev }, /* 268 = pwritev */ { 0, 0, sys_kqueue }, /* 269 = kqueue */ { 6, s(struct sys_kevent_args), sys_kevent }, /* 270 = kevent */ { 1, s(struct sys_mlockall_args), sys_mlockall 
}, /* 271 = mlockall */ { 0, 0, sys_munlockall }, /* 272 = munlockall */ { 3, s(struct sys_getpeereid_args), sys_getpeereid }, /* 273 = getpeereid */ #ifdef UFS_EXTATTR { 5, s(struct sys_extattrctl_args), sys_extattrctl }, /* 274 = extattrctl */ { 5, s(struct sys_extattr_set_file_args), sys_extattr_set_file }, /* 275 = extattr_set_file */ { 5, s(struct sys_extattr_get_file_args), sys_extattr_get_file }, /* 276 = extattr_get_file */ { 3,
 s(struct sys_extattr_delete_file_args), sys_extattr_delete_file }, /* 277 = extattr_delete_file */ { 5, s(struct sys_extattr_set_fd_args), sys_extattr_set_fd }, /* 278 = extattr_set_fd */ { 5, s(struct sys_extattr_get_fd_args), sys_extattr_get_fd }, /* 279 = extattr_get_fd */ { 3, s(struct sys_extattr_delete_fd_args), sys_extattr_delete_fd }, /* 280 = extattr_delete_fd */ #else { 0, 0, sys_nosys }, /* 274 = unimplemented sys_extattrctl
 */ { 0, 0, sys_nosys }, /* 275 = unimplemented sys_extattr_set_file */ { 0, 0, sys_nosys }, /* 276 = unimplemented sys_extattr_get_file */ { 0, 0, sys_nosys }, /* 277 = unimplemented sys_extattr_delete_file */ { 0, 0, sys_nosys }, /* 278 = unimplemented sys_extattr_set_fd */ { 0, 0, sys_nosys }, /* 279 = unimplemented sys_extattr_get_fd */ { 0, 0, sys_nosys }, /* 280 = unimplemented sys_extattr_delete_fd */ #endif { 3, s(struct sys_get
resuid_args), sys_getresuid }, /* 281 = getresuid */ { 3, s(struct sys_setresuid_args), sys_setresuid }, /* 282 = setresuid */ { 3, s(struct sys_getresgid_args), sys_getresgid }, /* 283 = getresgid */ { 3, s(struct sys_setresgid_args), sys_setresgid }, /* 284 = setresgid */ { 0, 0, sys_nosys }, /* 285 = obsolete sys_omquery */ { 7, s(struct sys_mquery_args), sys_mquery }, /* 286 = mquery */ }; /* $OpenBSD: kern_acct.c,v 1.13 2003/09/01 
18:06:03 henning Exp $ */ /* $NetBSD: kern_acct.c,v 1.42 1996/02/04 02:15:12 christos Exp $ */ /*- * Copyright (c) 1994 Christopher G. Demetriou * Copyright (c) 1982, 1986, 1989, 1993 * The Regents of the University of California. All rights reserved. * (c) UNIX System Laboratories, Inc. * All or some portions of this file are derived from material licensed * to the University of California by American Telephone and Telegraph * Co. or U
nix System Laboratories, Inc. and are reproduced herein with * the permission of UNIX System Laboratories, Inc. * * Redistribution and use in source and binary forms, with or without * modification, are permitted provided that the following conditions * are met: * 1. Redistributions of source code must retain the above copyright * notice, this list of conditions and the following disclaimer. * 2. Redistributions in binary form must repr
oduce the above copyright * notice, this list of conditions and the following disclaimer in the * documentation and/or other materials provided with the distribution. * 3. Neither the name of the University nor the names of its contributors * may be used to endorse or promote products derived from this software * without specific prior written permission. * * THIS SOFTWARE IS PROVIDED BY THE REGENTS AND CONTRIBUTORS ‘‘AS IS’’ AND * ANY 
EXPRESS OR IMPLIED WARRANTIES, INCLUDING, BUT NOT LIMITED TO, THE * IMPLIED WARRANTIES OF MERCHANTABILITY AND FITNESS FOR A PARTICULAR PURPOSE * ARE DISCLAIMED. IN NO EVENT SHALL THE REGENTS OR CONTRIBUTORS BE LIABLE * FOR ANY DIRECT, INDIRECT, INCIDENTAL, SPECIAL, EXEMPLARY, OR CONSEQUENTIAL * DAMAGES (INCLUDING, BUT NOT LIMITED TO, PROCUREMENT OF SUBSTITUTE GOODS * OR SERVICES; LOSS OF USE, DATA, OR PROFITS; OR BUSINESS INTERRUPTION) 
* HOWEVER CAUSED AND ON ANY THEORY OF LIABILITY, WHETHER IN CONTRACT, STRICT * LIABILITY, OR TORT (INCLUDING NEGLIGENCE OR OTHERWISE) ARISING IN ANY WAY * OUT OF THE USE OF THIS SOFTWARE, EVEN IF ADVISED OF THE POSSIBILITY OF * SUCH DAMAGE. * * @(#)kern_acct.c 8.1 (Berkeley) 6/14/93 */ #include <sys/param.h> #include <sys/systm.h> #include <sys/proc.h> #include <sys/mount.h> #include <sys/vnode.h> #include <sys/file.h> #include <sys/sys
log.h> #include <sys/kernel.h> #include <sys/namei.h> #include <sys/errno.h> #include <sys/acct.h> #include <sys/resourcevar.h> #include <sys/ioctl.h> #include <sys/tty.h> #include <sys/kthread.h> #include <sys/syscallargs.h> /* * The routines implemented in this file are described in: * Leffler, et al.: The Design and Implementation of the 4.3BSD * UNIX Operating System (Addison Welley, 1989) * on pages 62-63. * * Arguably, to simplify
 accounting operations, this mechanism should * be replaced by one in which an accounting log file (similar to /dev/klog) * is read by a user process, etc. However, that has its own problems. */ /* * Internal accounting functions. */ comp_t encode_comp_t(u_long, u_long); int acct_start(void); void acct_thread(void *); /* * Accounting vnode pointer, and saved vnode pointer. */ struct vnode *acctp; struct vnode *savacctp; /* * Values asso
ciated with enabling and disabling accounting */ int acctsuspend = 2; /* stop accounting when < 2% free space left */ int acctresume = 4; /* resume when free space risen to > 4% */ int acctchkfreq = 15; /* frequency (in seconds) to check space */ struct proc *acct_proc; /* * Accounting system call. Written based on the specification and * previous implementation done by Mark Tinguely. */ int sys_acct(p, v, retval) struct proc *p; void *
v; register_t *retval; { struct sys_acct_args /* { syscallarg(const char *) path; } */ *uap = v; struct nameidata nd; int error; /* Make sure that the caller is root. */ if ((error = suser(p, 0)) != 0) return (error); /* * If accounting is to be started to a file, open that file for * writing and make sure it’s a ’normal’. */ if (SCARG(uap, path) != NULL) { NDINIT(&nd, LOOKUP, NOFOLLOW, UIO_USERSPACE, SCARG(uap, path), p); if ((error = 
vn_open(&nd, FWRITE|O_APPEND, 0)) != 0) return (error); VOP_UNLOCK(nd.ni_vp, 0, p); if (nd.ni_vp->v_type != VREG) { vn_close(nd.ni_vp, FWRITE, p->p_ucred, p); return (EACCES); } } /* * If accounting was previously enabled, kill the old space-watcher, * close the file, and (if no new file was specified, leave). */ if (acctp != NULL || savacctp != NULL) { wakeup(&acct_proc); error = vn_close((acctp != NULL ? acctp : savacctp), FWRITE, p->
p_ucred, p); acctp = savacctp = NULL; } if (SCARG(uap, path) == NULL) return (0); /* * Save the new accounting file vnode, and schedule the new * free space watcher. */ acctp = nd.ni_vp; if ((error = acct_start()) != 0) { acctp = NULL; (void)vn_close(nd.ni_vp, FWRITE, p->p_ucred, p); return (error); } return (0); } /* * Write out process accounting information, on process exit. * Data to be written out is specified in Leffler, et al. * 
and are enumerated below. (They’re also noted in the system * "acct.h" header file.) */ int acct_process(struct proc *p) { struct acct acct; struct rusage *r; struct timeval ut, st, tmp; int s, t; struct vnode *vp; struct plimit *oplim = NULL; int error; /* If accounting isn’t enabled, don’t bother */ vp = acctp; if (vp == NULL) return (0); /* * Raise the file limit so that accounting can’t be stopped by the * user. (XXX - we should thi
nk about the cpu limit too). */ if (p->p_limit->p_refcnt > 1) { oplim = p->p_limit; p->p_limit = limcopy(p->p_limit); } p->p_rlimit[RLIMIT_FSIZE].rlim_cur = RLIM_INFINITY; /* * Get process accounting information. */ /* (1) The name of the command that ran */ bcopy(p->p_comm, acct.ac_comm, sizeof acct.ac_comm); /* (2) The amount of user and system time that was used */ calcru(p, &ut, &st, NULL); acct.ac_utime = encode_comp_t(ut.tv_sec, u
t.tv_usec); acct.ac_stime = encode_comp_t(st.tv_sec, st.tv_usec); /* (3) The elapsed time the commmand ran (and its starting time) */ acct.ac_btime = p->p_stats->p_start.tv_sec; s = splclock(); timersub(&time, &p->p_stats->p_start, &tmp); splx(s); acct.ac_etime = encode_comp_t(tmp.tv_sec, tmp.tv_usec); /* (4) The average amount of memory used */ r = &p->p_stats->p_ru; timeradd(&ut, &st, &tmp); t = tmp.tv_sec * hz + tmp.tv_usec / tick; i
f (t) acct.ac_mem = (r->ru_ixrss + r->ru_idrss + r->ru_isrss) / t; else acct.ac_mem = 0; /* (5) The number of disk I/O operations done */ acct.ac_io = encode_comp_t(r->ru_inblock + r->ru_oublock, 0); /* (6) The UID and GID of the process */ acct.ac_uid = p->p_cred->p_ruid; acct.ac_gid = p->p_cred->p_rgid; /* (7) The terminal from which the process was started */ if ((p->p_flag & P_CONTROLT) && p->p_pgrp->pg_session->s_ttyp) acct.ac_tty 
= p->p_pgrp->pg_session->s_ttyp->t_dev; else acct.ac_tty = NODEV; /* (8) The boolean flags that tell how the process terminated, etc. */ acct.ac_flag = p->p_acflag; /* * Now, just write the accounting information to the file. */ VOP_LEASE(vp, p, p->p_ucred, LEASE_WRITE); error = vn_rdwr(UIO_WRITE, vp, (caddr_t)&acct, sizeof (acct), (off_t)0, UIO_SYSSPACE, IO_APPEND|IO_UNIT, p->p_ucred, NULL, p); if (oplim) { limfree(p->p_limit); p->p_li
mit = oplim; } return error; } /* * Encode_comp_t converts from ticks in seconds and microseconds * to ticks in 1/AHZ seconds. The encoding is described in * Leffler, et al., on page 63. */ #define MANTSIZE 13 /* 13 bit mantissa. */ #define EXPSIZE 3 /* Base 8 (3 bit) exponent. */ #define MAXFRACT ((1 << MANTSIZE) - 1) /* Maximum fractional value. */ comp_t encode_comp_t(u_long s, u_long us) { int exp, rnd; exp = 0; rnd = 0; s *= AHZ; s
 += us / (1000000 / AHZ); /* Maximize precision. */ while (s > MAXFRACT) { rnd = s & (1 << (EXPSIZE - 1)); /* Round up? */ s >>= EXPSIZE; /* Base 8 exponent == 3 bit shift. */ exp++; } /* If we need to round up, do it (and handle overflow correctly). */ if (rnd && (++s > MAXFRACT)) { s >>= EXPSIZE; exp++; } /* Clean it up and polish it off. */ exp <<= MANTSIZE; /* Shift the exponent into place */ exp += s; /* and add on the mantissa. */
 return (exp); } int acct_start(void) { /* Already running. */ if (acct_proc != NULL) return (0); return (kthread_create(acct_thread, NULL, &acct_proc, "acct")); } /* * Periodically check the file system to see if accounting * should be turned on or off. Beware the case where the vnode * has been vgone()’d out from underneath us, e.g. when the file * system containing the accounting file has been forcibly unmounted. */ /* ARGSUSED */ vo
id acct_thread(void *arg) { struct statfs sb; for (;;) { if (savacctp != NULL) { if (savacctp->v_type == VBAD) { (void) vn_close(savacctp, FWRITE, NOCRED, NULL); savacctp = NULL; return; } (void)VFS_STATFS(savacctp->v_mount, &sb, (struct proc *)0); if (sb.f_bavail > acctresume * sb.f_blocks / 100) { acctp = savacctp; savacctp = NULL; log(LOG_NOTICE, "Accounting resumed\n"); } } else if (acctp != NULL) { if (acctp->v_type == VBAD) { (voi
d) vn_close(acctp, FWRITE, NOCRED, NULL); acctp = NULL; return; } (void)VFS_STATFS(acctp->v_mount, &sb, (struct proc *)0); if (sb.f_bavail <= acctsuspend * sb.f_blocks / 100) { savacctp = acctp; acctp = NULL; log(LOG_NOTICE, "Accounting suspended\n"); } } else { acct_proc = NULL; kthread_exit(0); } tsleep(&acct_proc, PPAUSE, "acct", acctchkfreq *hz); } } /* $OpenBSD: kern_clock.c,v 1.42 2003/06/02 23:28:05 millert Exp $ */ /* $NetBSD: k
ern_clock.c,v 1.34 1996/06/09 04:51:03 briggs Exp $ */ /*- * Copyright (c) 1982, 1986, 1991, 1993 * The Regents of the University of California. All rights reserved. * (c) UNIX System Laboratories, Inc. * All or some portions of this file are derived from material licensed * to the University of California by American Telephone and Telegraph * Co. or Unix System Laboratories, Inc. and are reproduced herein with * the permission of UNIX 
System Laboratories, Inc. * * Redistribution and use in source and binary forms, with or without * modification, are permitted provided that the following conditions * are met: * 1. Redistributions of source code must retain the above copyright * notice, this list of conditions and the following disclaimer. * 2. Redistributions in binary form must reproduce the above copyright * notice, this list of conditions and the following disclaim
er in the * documentation and/or other materials provided with the distribution. * 3. Neither the name of the University nor the names of its contributors * may be used to endorse or promote products derived from this software * without specific prior written permission. * * THIS SOFTWARE IS PROVIDED BY THE REGENTS AND CONTRIBUTORS ‘‘AS IS’’ AND * ANY EXPRESS OR IMPLIED WARRANTIES, INCLUDING, BUT NOT LIMITED TO, THE * IMPLIED WARRANTIES
 OF MERCHANTABILITY AND FITNESS FOR A PARTICULAR PURPOSE * ARE DISCLAIMED. IN NO EVENT SHALL THE REGENTS OR CONTRIBUTORS BE LIABLE * FOR ANY DIRECT, INDIRECT, INCIDENTAL, SPECIAL, EXEMPLARY, OR CONSEQUENTIAL * DAMAGES (INCLUDING, BUT NOT LIMITED TO, PROCUREMENT OF SUBSTITUTE GOODS * OR SERVICES; LOSS OF USE, DATA, OR PROFITS; OR BUSINESS INTERRUPTION) * HOWEVER CAUSED AND ON ANY THEORY OF LIABILITY, WHETHER IN CONTRACT, STRICT * LIABILI
TY, OR TORT (INCLUDING NEGLIGENCE OR OTHERWISE) ARISING IN ANY WAY * OUT OF THE USE OF THIS SOFTWARE, EVEN IF ADVISED OF THE POSSIBILITY OF * SUCH DAMAGE. * * @(#)kern_clock.c 8.5 (Berkeley) 1/21/94 */ #include <sys/param.h> #include <sys/systm.h> #include <sys/dkstat.h> #include <sys/timeout.h> #include <sys/kernel.h> #include <sys/limits.h> #include <sys/proc.h> #include <sys/resourcevar.h> #include <sys/signalvar.h> #include <uvm/uvm
_extern.h> #include <sys/sysctl.h> #include <sys/sched.h> #include <machine/cpu.h> #ifdef GPROF #include <sys/gmon.h> #endif /* * Clock handling routines. * * This code is written to operate with two timers that run independently of * each other. The main clock, running hz times per second, is used to keep * track of real time. The second timer handles kernel and user profiling, * and does resource use estimation. If the second timer is
 programmable, * it is randomized to avoid aliasing between the two clocks. For example, * the randomization prevents an adversary from always giving up the cpu * just before its quantum expires. Otherwise, it would never accumulate * cpu ticks. The mean frequency of the second timer is stathz. * * If no second timer exists, stathz will be zero; in this case we drive * profiling and statistics off the main clock. This WILL NOT be accura
te; * do not do it unless absolutely necessary. * * The statistics clock may (or may not) be run at a higher rate while * profiling. This profile clock runs at profhz. We require that profhz * be an integral multiple of stathz. * * If the statistics clock is running fast, it must be divided by the ratio * profhz/stathz for statistics. (For profiling, every tick counts.) */ /* * Bump a timeval by a small number of usec’s. */ #define BUMP
TIME(t, usec) { \ register volatile struct timeval *tp = (t); \ register long us; \ \ tp->tv_usec = us = tp->tv_usec + (usec); \ if (us >= 1000000) { \ tp->tv_usec = us - 1000000; \ tp->tv_sec++; \ } \ } int stathz; int schedhz; int profhz; int profprocs; int ticks; static int psdiv, pscnt; /* prof => stat divider */ int psratio; /* ratio: prof / stat */ int tickfix, tickfixinterval; /* used if tick not really integral */ static int tic
kfixcnt; /* accumulated fractional error */ long cp_time[CPUSTATES]; volatile struct timeval time __attribute__((__aligned__(__alignof__(quad_t)))); volatile struct timeval mono_time; #ifdef __HAVE_GENERIC_SOFT_INTERRUPTS void *softclock_si; void generic_softclock(void *); void generic_softclock(void *ignore) { /* * XXX - dont’ commit, just a dummy wrapper until we learn everyone * deal with a changed proto for softclock(). */ softclock
(); } #endif /* * Initialize clock frequencies and start both clocks running. */ void initclocks() { int i; #ifdef __HAVE_GENERIC_SOFT_INTERRUPTS softclock_si = softintr_establish(IPL_SOFTCLOCK, generic_softclock, NULL); if (softclock_si == NULL) panic("initclocks: unable to register softclock intr"); #endif /* * Set divisors to 1 (normal case) and let the machine-specific * code do its bit. */ psdiv = pscnt = 1; cpu_initclocks(); /* * 
Compute profhz/stathz, and fix profhz if needed. */ i = stathz ? stathz : hz; if (profhz == 0) profhz = i; psratio = profhz / i; } /* * The real-time timer, interrupting hz times per second. */ void hardclock(frame) register struct clockframe *frame; { register struct proc *p; register int delta; extern int tickdelta; extern long timedelta; p = curproc; if (p) { register struct pstats *pstats; /* * Run current process’s virtual and prof
ile time, as needed. */ pstats = p->p_stats; if (CLKF_USERMODE(frame) && timerisset(&pstats->p_timer[ITIMER_VIRTUAL].it_value) && itimerdecr(&pstats->p_timer[ITIMER_VIRTUAL], tick) == 0) psignal(p, SIGVTALRM); if (timerisset(&pstats->p_timer[ITIMER_PROF].it_value) && itimerdecr(&pstats->p_timer[ITIMER_PROF], tick) == 0) psignal(p, SIGPROF); } /* * If no separate statistics clock is available, run it from here. */ if (stathz == 0) statcl
ock(frame); /* * Increment the time-of-day. The increment is normally just * ‘‘tick’’. If the machine is one which has a clock frequency * such that ‘‘hz’’ would not divide the second evenly into * milliseconds, a periodic adjustment must be applied. Finally, * if we are still adjusting the time (see adjtime()), * ‘‘tickdelta’’ may also be added in. */ ticks++; delta = tick; if (tickfix) { tickfixcnt += tickfix; if (tickfixcnt >= tickfi
xinterval) { delta++; tickfixcnt -= tickfixinterval; } } /* Imprecise 4bsd adjtime() handling */ if (timedelta != 0) { delta += tickdelta; timedelta -= tickdelta; } #ifdef notyet microset(); #endif BUMPTIME(&time, delta); BUMPTIME(&mono_time, delta); #ifdef CPU_CLOCKUPDATE CPU_CLOCKUPDATE(); #endif /* * Update real-time timeout queue. * Process callouts at a very low cpu priority, so we don’t keep the * relatively high clock interrupt p
riority any longer than necessary. */ if (timeout_hardclock_update()) { #ifdef __HAVE_GENERIC_SOFT_INTERRUPTS softintr_schedule(softclock_si); #else setsoftclock(); #endif } } /* * Compute number of hz until specified time. Used to * compute the second argument to timeout_add() from an absolute time. */ int hzto(tv) struct timeval *tv; { unsigned long ticks; long sec, usec; int s; /* * If the number of usecs in the whole seconds part of
 the time * difference fits in a long, then the total number of usecs will * fit in an unsigned long. Compute the total and convert it to * ticks, rounding up and adding 1 to allow for the current tick * to expire. Rounding also depends on unsigned long arithmetic * to avoid overflow. * * Otherwise, if the number of ticks in the whole seconds part of * the time difference fits in a long, then convert the parts to * ticks separately and 
add, using similar rounding methods and * overflow avoidance. This method would work in the previous * case but it is slightly slower and assumes that hz is integral. * * Otherwise, round the time difference down to the maximum * representable value. * * If ints have 32 bits, then the maximum value for any timeout in * 10ms ticks is 248 days. */ s = splhigh(); sec = tv->tv_sec - time.tv_sec; usec = tv->tv_usec - time.tv_usec; splx(s); i
f (usec < 0) { sec--; usec += 1000000; } if (sec < 0 || (sec == 0 && usec <= 0)) { ticks = 0; } else if (sec <= LONG_MAX / 1000000) ticks = (sec * 1000000 + (unsigned long)usec + (tick - 1)) / tick + 1; else if (sec <= LONG_MAX / hz) ticks = sec * hz + ((unsigned long)usec + (tick - 1)) / tick + 1; else ticks = LONG_MAX; if (ticks > INT_MAX) ticks = INT_MAX; return ((int)ticks); } /* * Compute number of hz in the specified amount of tim
e. */ int tvtohz(struct timeval *tv) { unsigned long ticks; long sec, usec; /* * If the number of usecs in the whole seconds part of the time * fits in a long, then the total number of usecs will * fit in an unsigned long. Compute the total and convert it to * ticks, rounding up and adding 1 to allow for the current tick * to expire. Rounding also depends on unsigned long arithmetic * to avoid overflow. * * Otherwise, if the number of t
icks in the whole seconds part of * the time fits in a long, then convert the parts to * ticks separately and add, using similar rounding methods and * overflow avoidance. This method would work in the previous * case but it is slightly slower and assumes that hz is integral. * * Otherwise, round the time down to the maximum * representable value. * * If ints have 32 bits, then the maximum value for any timeout in * 10ms ticks is 248 da
ys. */ sec = tv->tv_sec; usec = tv->tv_usec; if (sec < 0 || (sec == 0 && usec <= 0)) ticks = 0; else if (sec <= LONG_MAX / 1000000) ticks = (sec * 1000000 + (unsigned long)usec + (tick - 1)) / tick + 1; else if (sec <= LONG_MAX / hz) ticks = sec * hz + ((unsigned long)usec + (tick - 1)) / tick + 1; else ticks = LONG_MAX; if (ticks > INT_MAX) ticks = INT_MAX; return ((int)ticks); } /* * Start profiling on a process. * * Kernel profiling 
passes proc0 which never exits and hence * keeps the profile clock running constantly. */ void startprofclock(p) register struct proc *p; { int s; if ((p->p_flag & P_PROFIL) == 0) { p->p_flag |= P_PROFIL; if (++profprocs == 1 && stathz != 0) { s = splstatclock(); psdiv = pscnt = psratio; setstatclockrate(profhz); splx(s); } } } /* * Stop profiling on a process. */ void stopprofclock(p) register struct proc *p; { int s; if (p->p_flag & P
_PROFIL) { p->p_flag &= ~P_PROFIL; if (--profprocs == 0 && stathz != 0) { s = splstatclock(); psdiv = pscnt = 1; setstatclockrate(stathz); splx(s); } } } /* * Statistics clock. Grab profile sample, and if divider reaches 0, * do process and kernel statistics. */ void statclock(frame) register struct clockframe *frame; { #ifdef GPROF register struct gmonparam *g; register int i; #endif static int schedclk; register struct proc *p; if (CL
KF_USERMODE(frame)) { p = curproc; if (p->p_flag & P_PROFIL) addupc_intr(p, CLKF_PC(frame)); if (--pscnt > 0) return; /* * Came from user mode; CPU was in user state. * If this process is being profiled record the tick. */ p->p_uticks++; if (p->p_nice > NZERO) cp_time[CP_NICE]++; else cp_time[CP_USER]++; } else { #ifdef GPROF /* * Kernel statistics are just like addupc_intr, only easier. */ g = &_gmonparam; if (g->state == GMON_PROF_ON)
 { i = CLKF_PC(frame) - g->lowpc; if (i < g->textsize) { i /= HISTFRACTION * sizeof(*g->kcount); g->kcount[i]++; } } #endif if (--pscnt > 0) return; /* * Came from kernel mode, so we were: * - handling an interrupt, * - doing syscall or trap work on behalf of the current * user process, or * - spinning in the idle loop. * Whichever it is, charge the time as appropriate. * Note that we charge interrupts to the current process, * regardle
ss of whether they are ‘‘for’’ that process, * so that we know how much of its real time was spent * in ‘‘non-process’’ (i.e., interrupt) work. */ p = curproc; if (CLKF_INTR(frame)) { if (p != NULL) p->p_iticks++; cp_time[CP_INTR]++; } else if (p != NULL) { p->p_sticks++; cp_time[CP_SYS]++; } else cp_time[CP_IDLE]++; } pscnt = psdiv; if (p != NULL) { p->p_cpticks++; /* * If no schedclock is provided, call it here at ~~12-25 Hz; * ~~16 H
z is best */ if (schedhz == 0) if ((++schedclk & 3) == 0) schedclock(p); } } /* * Return information about system clocks. */ int sysctl_clockrate(where, sizep) register char *where; size_t *sizep; { struct clockinfo clkinfo; /* * Construct clockinfo structure. */ clkinfo.tick = tick; clkinfo.tickadj = tickadj; clkinfo.hz = hz; clkinfo.profhz = profhz; clkinfo.stathz = stathz ? stathz : hz; return (sysctl_rdstruct(where, sizep, NULL, &cl
kinfo, sizeof(clkinfo))); } /* $OpenBSD: kern_descrip.c,v 1.65 2003/08/15 20:32:18 tedu Exp $ */ /* $NetBSD: kern_descrip.c,v 1.42 1996/03/30 22:24:38 christos Exp $ */ /* * Copyright (c) 1982, 1986, 1989, 1991, 1993 * The Regents of the University of California. All rights reserved. * (c) UNIX System Laboratories, Inc. * All or some portions of this file are derived from material licensed * to the University of California by American T
elephone and Telegraph * Co. or Unix System Laboratories, Inc. and are reproduced herein with * the permission of UNIX System Laboratories, Inc. * * Redistribution and use in source and binary forms, with or without * modification, are permitted provided that the following conditions * are met: * 1. Redistributions of source code must retain the above copyright * notice, this list of conditions and the following disclaimer. * 2. Redistr
ibutions in binary form must reproduce the above copyright * notice, this list of conditions and the following disclaimer in the * documentation and/or other materials provided with the distribution. * 3. Neither the name of the University nor the names of its contributors * may be used to endorse or promote products derived from this software * without specific prior written permission. * * THIS SOFTWARE IS PROVIDED BY THE REGENTS AND 
CONTRIBUTORS ‘‘AS IS’’ AND * ANY EXPRESS OR IMPLIED WARRANTIES, INCLUDING, BUT NOT LIMITED TO, THE * IMPLIED WARRANTIES OF MERCHANTABILITY AND FITNESS FOR A PARTICULAR PURPOSE * ARE DISCLAIMED. IN NO EVENT SHALL THE REGENTS OR CONTRIBUTORS BE LIABLE * FOR ANY DIRECT, INDIRECT, INCIDENTAL, SPECIAL, EXEMPLARY, OR CONSEQUENTIAL * DAMAGES (INCLUDING, BUT NOT LIMITED TO, PROCUREMENT OF SUBSTITUTE GOODS * OR SERVICES; LOSS OF USE, DATA, OR PR
OFITS; OR BUSINESS INTERRUPTION) * HOWEVER CAUSED AND ON ANY THEORY OF LIABILITY, WHETHER IN CONTRACT, STRICT * LIABILITY, OR TORT (INCLUDING NEGLIGENCE OR OTHERWISE) ARISING IN ANY WAY * OUT OF THE USE OF THIS SOFTWARE, EVEN IF ADVISED OF THE POSSIBILITY OF * SUCH DAMAGE. * * @(#)kern_descrip.c 8.6 (Berkeley) 4/19/94 */ #include <sys/param.h> #include <sys/systm.h> #include <sys/filedesc.h> #include <sys/kernel.h> #include <sys/vnode.h
> #include <sys/proc.h> #include <sys/file.h> #include <sys/socket.h> #include <sys/socketvar.h> #include <sys/stat.h> #include <sys/ioctl.h> #include <sys/fcntl.h> #include <sys/malloc.h> #include <sys/syslog.h> #include <sys/ucred.h> #include <sys/unistd.h> #include <sys/resourcevar.h> #include <sys/conf.h> #include <sys/mount.h> #include <sys/syscallargs.h> #include <sys/event.h> #include <sys/pool.h> #include <uvm/uvm_extern.h> #inc
lude <sys/pipe.h> /* * Descriptor management. */ struct filelist filehead; /* head of list of open files */ int nfiles; /* actual number of open files */ static __inline void fd_used(struct filedesc *, int); static __inline void fd_unused(struct filedesc *, int); static __inline int find_next_zero(u_int *, int, u_int); int finishdup(struct proc *, struct file *, int, int, register_t *); int find_last_set(struct filedesc *, int); struct 
pool file_pool; struct pool fdesc_pool; void filedesc_init() { pool_init(&file_pool, sizeof(struct file), 0, 0, 0, "filepl", &pool_allocator_nointr); pool_init(&fdesc_pool, sizeof(struct filedesc0), 0, 0, 0, "fdescpl", &pool_allocator_nointr); LIST_INIT(&filehead); } static __inline int find_next_zero (u_int *bitmap, int want, u_int bits) { int i, off, maxoff; u_int sub; if (want > bits) return -1; off = want >> NDENTRYSHIFT; i = want &
 NDENTRYMASK; if (i) { sub = bitmap[off] | ((u_int)~0 >> (NDENTRIES - i)); if (sub != ~0) goto found; off++; } maxoff = NDLOSLOTS(bits); while (off < maxoff) { if ((sub = bitmap[off]) != ~0) goto found; off++; } return -1; found: return (off << NDENTRYSHIFT) + ffs(~sub) - 1; } int find_last_set(struct filedesc *fd, int last) { int off, i; struct file **ofiles = fd->fd_ofiles; u_int *bitmap = fd->fd_lomap; off = (last - 1) >> NDENTRYSHIF
T; while (!bitmap[off] && off >= 0) off--; if (off < 0) return 0; i = ((off + 1) << NDENTRYSHIFT) - 1; if (i >= last) i = last - 1; while (i > 0 && ofiles[i] == NULL) i--; return i; } static __inline void fd_used(fdp, fd) register struct filedesc *fdp; register int fd; { u_int off = fd >> NDENTRYSHIFT; fdp->fd_lomap[off] |= 1 << (fd & NDENTRYMASK); if (fdp->fd_lomap[off] == ~0) fdp->fd_himap[off >> NDENTRYSHIFT] |= 1 << (off & NDENTRYMA
SK); if (fd > fdp->fd_lastfile) fdp->fd_lastfile = fd; } static __inline void fd_unused(fdp, fd) register struct filedesc *fdp; register int fd; { u_int off = fd >> NDENTRYSHIFT; if (fd < fdp->fd_freefile) fdp->fd_freefile = fd; if (fdp->fd_lomap[off] == ~0) fdp->fd_himap[off >> NDENTRYSHIFT] &= ~(1 << (off & NDENTRYMASK)); fdp->fd_lomap[off] &= ~(1 << (fd & NDENTRYMASK)); #ifdef DIAGNOSTIC if (fd > fdp->fd_lastfile) panic("fd_unused: f
d_lastfile inconsistent"); #endif if (fd == fdp->fd_lastfile) fdp->fd_lastfile = find_last_set(fdp, fd); } struct file * fd_getfile(fdp, fd) struct filedesc *fdp; int fd; { struct file *fp; if ((u_int)fd >= fdp->fd_nfiles || (fp = fdp->fd_ofiles[fd]) == NULL) return (NULL); if (!FILE_IS_USABLE(fp)) return (NULL); return (fp); } /* * System calls on descriptors. */ /* * Duplicate a file descriptor. */ /* ARGSUSED */ int sys_dup(p, v, ret
val) struct proc *p; void *v; register_t *retval; { struct sys_dup_args /* { syscallarg(int) fd; } */ *uap = v; struct filedesc *fdp = p->p_fd; int old = SCARG(uap, fd); struct file *fp; int new; int error; restart: if ((fp = fd_getfile(fdp, old)) == NULL) return (EBADF); FREF(fp); if ((error = fdalloc(p, 0, &new)) != 0) { FRELE(fp); if (error == ENOSPC) { fdexpand(p); goto restart; } return (error); } return (finishdup(p, fp, old, new,
 retval)); } /* * Duplicate a file descriptor to a particular value. */ /* ARGSUSED */ int sys_dup2(p, v, retval) struct proc *p; void *v; register_t *retval; { struct sys_dup2_args /* { syscallarg(int) from; syscallarg(int) to; } */ *uap = v; int old = SCARG(uap, from), new = SCARG(uap, to); struct filedesc *fdp = p->p_fd; struct file *fp; int i, error; restart: if ((fp = fd_getfile(fdp, old)) == NULL) return (EBADF); if ((u_int)new >=
 p->p_rlimit[RLIMIT_NOFILE].rlim_cur || (u_int)new >= maxfiles) return (EBADF); if (old == new) { /* * NOTE! This doesn’t clear the close-on-exec flag. This might * or might not be the intended behavior from the start, but * this is what everyone else does. */ *retval = new; return (0); } FREF(fp); if (new >= fdp->fd_nfiles) { if ((error = fdalloc(p, new, &i)) != 0) { FRELE(fp); if (error == ENOSPC) { fdexpand(p); goto restart; } return
 (error); } if (new != i) panic("dup2: fdalloc"); } /* finishdup() does FRELE */ return (finishdup(p, fp, old, new, retval)); } /* * The file control system call. */ /* ARGSUSED */ int sys_fcntl(p, v, retval) struct proc *p; void *v; register_t *retval; { struct sys_fcntl_args /* { syscallarg(int) fd; syscallarg(int) cmd; syscallarg(void *) arg; } */ *uap = v; int fd = SCARG(uap, fd); struct filedesc *fdp = p->p_fd; struct file *fp; str
uct vnode *vp; int i, tmp, newmin, flg = F_POSIX; struct flock fl; int error = 0; restart: if ((fp = fd_getfile(fdp, fd)) == NULL) return (EBADF); FREF(fp); switch (SCARG(uap, cmd)) { case F_DUPFD: newmin = (long)SCARG(uap, arg); if ((u_int)newmin >= p->p_rlimit[RLIMIT_NOFILE].rlim_cur || (u_int)newmin >= maxfiles) { error = EINVAL; break; } if ((error = fdalloc(p, newmin, &i)) != 0) { if (error == ENOSPC) { fdexpand(p); FRELE(fp); goto
 restart; } break; } /* finishdup will FRELE for us. */ return (finishdup(p, fp, fd, i, retval)); case F_GETFD: *retval = fdp->fd_ofileflags[fd] & UF_EXCLOSE ? 1 : 0; break; case F_SETFD: if ((long)SCARG(uap, arg) & 1) fdp->fd_ofileflags[fd] |= UF_EXCLOSE; else fdp->fd_ofileflags[fd] &= ~UF_EXCLOSE; break; case F_GETFL: *retval = OFLAGS(fp->f_flag); break; case F_SETFL: fp->f_flag &= ~FCNTLFLAGS; fp->f_flag |= FFLAGS((long)SCARG(uap, ar
g)) & FCNTLFLAGS; tmp = fp->f_flag & FNONBLOCK; error = (*fp->f_ops->fo_ioctl)(fp, FIONBIO, (caddr_t)&tmp, p); if (error) break; tmp = fp->f_flag & FASYNC; error = (*fp->f_ops->fo_ioctl)(fp, FIOASYNC, (caddr_t)&tmp, p); if (!error) break; fp->f_flag &= ~FNONBLOCK; tmp = 0; (void) (*fp->f_ops->fo_ioctl)(fp, FIONBIO, (caddr_t)&tmp, p); break; case F_GETOWN: if (fp->f_type == DTYPE_SOCKET) { *retval = ((struct socket *)fp->f_data)->so_pgid
; break; } error = (*fp->f_ops->fo_ioctl) (fp, TIOCGPGRP, (caddr_t)&tmp, p); *retval = -tmp; break; case F_SETOWN: if (fp->f_type == DTYPE_SOCKET) { struct socket *so = (struct socket *)fp->f_data; so->so_pgid = (long)SCARG(uap, arg); so->so_siguid = p->p_cred->p_ruid; so->so_sigeuid = p->p_ucred->cr_uid; break; } if ((long)SCARG(uap, arg) <= 0) { SCARG(uap, arg) = (void *)(-(long)SCARG(uap, arg)); } else { struct proc *p1 = pfind((long
)SCARG(uap, arg)); if (p1 == 0) { error = ESRCH; break; } SCARG(uap, arg) = (void *)(long)p1->p_pgrp->pg_id; } error = ((*fp->f_ops->fo_ioctl) (fp, TIOCSPGRP, (caddr_t)&SCARG(uap, arg), p)); break; case F_SETLKW: flg |= F_WAIT; /* FALLTHROUGH */ case F_SETLK: if (fp->f_type != DTYPE_VNODE) { error = EBADF; break; } vp = (struct vnode *)fp->f_data; /* Copy in the lock structure */ error = copyin((caddr_t)SCARG(uap, arg), (caddr_t)&fl, si
zeof (fl)); if (error) break; if (fl.l_whence == SEEK_CUR) { if (fl.l_start == 0 && fl.l_len < 0) { /* lockf(3) compliance hack */ fl.l_len = -fl.l_len; fl.l_start = fp->f_offset - fl.l_len; } else fl.l_start += fp->f_offset; } switch (fl.l_type) { case F_RDLCK: if ((fp->f_flag & FREAD) == 0) { error = EBADF; goto out; } p->p_flag |= P_ADVLOCK; error = (VOP_ADVLOCK(vp, (caddr_t)p, F_SETLK, &fl, flg)); goto out; case F_WRLCK: if ((fp->f_
flag & FWRITE) == 0) { error = EBADF; goto out; } p->p_flag |= P_ADVLOCK; error = (VOP_ADVLOCK(vp, (caddr_t)p, F_SETLK, &fl, flg)); goto out; case F_UNLCK: error = (VOP_ADVLOCK(vp, (caddr_t)p, F_UNLCK, &fl, F_POSIX)); goto out; default: error = EINVAL; goto out; } case F_GETLK: if (fp->f_type != DTYPE_VNODE) { error = EBADF; break; } vp = (struct vnode *)fp->f_data; /* Copy in the lock structure */ error = copyin((caddr_t)SCARG(uap, arg
), (caddr_t)&fl, sizeof (fl)); if (error) break; if (fl.l_whence == SEEK_CUR) { if (fl.l_start == 0 && fl.l_len < 0) { /* lockf(3) compliance hack */ fl.l_len = -fl.l_len; fl.l_start = fp->f_offset - fl.l_len; } else fl.l_start += fp->f_offset; } if (fl.l_type != F_RDLCK && fl.l_type != F_WRLCK && fl.l_type != F_UNLCK && fl.l_type != 0) { error = EINVAL; break; } error = VOP_ADVLOCK(vp, (caddr_t)p, F_GETLK, &fl, F_POSIX); if (error) bre
ak; error = (copyout((caddr_t)&fl, (caddr_t)SCARG(uap, arg), sizeof (fl))); break; default: error = EINVAL; break; } out: FRELE(fp); return (error); } /* * Common code for dup, dup2, and fcntl(F_DUPFD). */ int finishdup(struct proc *p, struct file *fp, int old, int new, register_t *retval) { struct file *oldfp; struct filedesc *fdp = p->p_fd; if (fp->f_count == LONG_MAX-2) { FRELE(fp); return (EDEADLK); } /* * Don’t fd_getfile here. We 
want to closef LARVAL files and * closef can deal with that. */ oldfp = fdp->fd_ofiles[new]; if (oldfp != NULL) FREF(oldfp); fdp->fd_ofiles[new] = fp; fdp->fd_ofileflags[new] = fdp->fd_ofileflags[old] & ~UF_EXCLOSE; fp->f_count++; FRELE(fp); if (oldfp == NULL) fd_used(fdp, new); *retval = new; if (oldfp != NULL) { if (new < fdp->fd_knlistsize) knote_fdclose(p, new); closef(oldfp, p); } return (0); } void fdremove(fdp, fd) struct filedes
c *fdp; int fd; { fdp->fd_ofiles[fd] = NULL; fd_unused(fdp, fd); } int fdrelease(p, fd) struct proc *p; int fd; { struct filedesc *fdp = p->p_fd; struct file **fpp, *fp; /* * Don’t fd_getfile here. We want to closef LARVAL files and closef * can deal with that. */ fpp = &fdp->fd_ofiles[fd]; fp = *fpp; if (fp == NULL) return (EBADF); FREF(fp); *fpp = NULL; fdp->fd_ofileflags[fd] = 0; fd_unused(fdp, fd); if (fd < fdp->fd_knlistsize) knote
_fdclose(p, fd); return (closef(fp, p)); } /* * Close a file descriptor. */ /* ARGSUSED */ int sys_close(p, v, retval) struct proc *p; void *v; register_t *retval; { struct sys_close_args /* { syscallarg(int) fd; } */ *uap = v; int fd = SCARG(uap, fd); struct filedesc *fdp = p->p_fd; if (fd_getfile(fdp, fd) == NULL) return (EBADF); return (fdrelease(p, fd)); } /* * Return status information about a file descriptor. */ /* ARGSUSED */ int
 sys_fstat(p, v, retval) struct proc *p; void *v; register_t *retval; { struct sys_fstat_args /* { syscallarg(int) fd; syscallarg(struct stat *) sb; } */ *uap = v; int fd = SCARG(uap, fd); struct filedesc *fdp = p->p_fd; struct file *fp; struct stat ub; int error; if ((fp = fd_getfile(fdp, fd)) == NULL) return (EBADF); FREF(fp); error = (*fp->f_ops->fo_stat)(fp, &ub, p); FRELE(fp); if (error == 0) { /* Don’t let non-root see generation 
numbers (for NFS security) */ if (suser(p, 0)) ub.st_gen = 0; error = copyout((caddr_t)&ub, (caddr_t)SCARG(uap, sb), sizeof (ub)); } return (error); } /* * Return pathconf information about a file descriptor. */ /* ARGSUSED */ int sys_fpathconf(p, v, retval) struct proc *p; void *v; register_t *retval; { struct sys_fpathconf_args /* { syscallarg(int) fd; syscallarg(int) name; } */ *uap = v; int fd = SCARG(uap, fd); struct filedesc *fdp 
= p->p_fd; struct file *fp; struct vnode *vp; int error; if ((fp = fd_getfile(fdp, fd)) == NULL) return (EBADF); FREF(fp); switch (fp->f_type) { case DTYPE_PIPE: case DTYPE_SOCKET: if (SCARG(uap, name) != _PC_PIPE_BUF) { error = EINVAL; break; } *retval = PIPE_BUF; error = 0; break; case DTYPE_VNODE: vp = (struct vnode *)fp->f_data; error = VOP_PATHCONF(vp, SCARG(uap, name), retval); break; default: error = EOPNOTSUPP; break; } FRELE(fp
); return (error); } /* * Allocate a file descriptor for the process. */ int fdalloc(p, want, result) struct proc *p; int want; int *result; { struct filedesc *fdp = p->p_fd; int lim, last, i; u_int new, off; /* * Search for a free descriptor starting at the higher * of want or fd_freefile. If that fails, consider * expanding the ofile array. */ restart: lim = min((int)p->p_rlimit[RLIMIT_NOFILE].rlim_cur, maxfiles); last = min(fdp->fd_n
files, lim); if ((i = want) < fdp->fd_freefile) i = fdp->fd_freefile; off = i >> NDENTRYSHIFT; new = find_next_zero(fdp->fd_himap, off, (last + NDENTRIES - 1) >> NDENTRYSHIFT); if (new != -1) { i = find_next_zero(&fdp->fd_lomap[new], new > off ? 0 : i & NDENTRYMASK, NDENTRIES); if (i == -1) { /* * Free file descriptor in this block was * below want, try again with higher want. */ want = (new + 1) << NDENTRYSHIFT; goto restart; } i += (n
ew << NDENTRYSHIFT); if (i < last) { fd_used(fdp, i); if (want <= fdp->fd_freefile) fdp->fd_freefile = i; *result = i; return (0); } } if (fdp->fd_nfiles >= lim) return (EMFILE); return (ENOSPC); } void fdexpand(p) struct proc *p; { struct filedesc *fdp = p->p_fd; int nfiles, i; struct file **newofile; char *newofileflags; u_int *newhimap, *newlomap; /* * If it’s already expanding just wait for that expansion to finish * and return and 
let the caller retry the operation. */ if (lockmgr(&fdp->fd_lock, LK_EXCLUSIVE|LK_SLEEPFAIL, NULL, p)) return; /* * No space in current array. */ if (fdp->fd_nfiles < NDEXTENT) nfiles = NDEXTENT; else nfiles = 2 * fdp->fd_nfiles; newofile = malloc(nfiles * OFILESIZE, M_FILEDESC, M_WAITOK); newofileflags = (char *) &newofile[nfiles]; /* * Copy the existing ofile and ofileflags arrays * and zero the new portion of each array. */ bcopy(fdp
->fd_ofiles, newofile, (i = sizeof(struct file *) * fdp->fd_nfiles)); bzero((char *)newofile + i, nfiles * sizeof(struct file *) - i); bcopy(fdp->fd_ofileflags, newofileflags, (i = sizeof(char) * fdp->fd_nfiles)); bzero(newofileflags + i, nfiles * sizeof(char) - i); if (fdp->fd_nfiles > NDFILE) free(fdp->fd_ofiles, M_FILEDESC); if (NDHISLOTS(nfiles) > NDHISLOTS(fdp->fd_nfiles)) { newhimap = malloc(NDHISLOTS(nfiles) * sizeof(u_int), M_FI
LEDESC, M_WAITOK); newlomap = malloc(NDLOSLOTS(nfiles) * sizeof(u_int), M_FILEDESC, M_WAITOK); bcopy(fdp->fd_himap, newhimap, (i = NDHISLOTS(fdp->fd_nfiles) * sizeof(u_int))); bzero((char *)newhimap + i, NDHISLOTS(nfiles) * sizeof(u_int) - i); bcopy(fdp->fd_lomap, newlomap, (i = NDLOSLOTS(fdp->fd_nfiles) * sizeof(u_int))); bzero((char *)newlomap + i, NDLOSLOTS(nfiles) * sizeof(u_int) - i); if (NDHISLOTS(fdp->fd_nfiles) > NDHISLOTS(NDFIL
E)) { free(fdp->fd_himap, M_FILEDESC); free(fdp->fd_lomap, M_FILEDESC); } fdp->fd_himap = newhimap; fdp->fd_lomap = newlomap; } fdp->fd_ofiles = newofile; fdp->fd_ofileflags = newofileflags; fdp->fd_nfiles = nfiles; lockmgr(&fdp->fd_lock, LK_RELEASE, NULL, p); } /* * Create a new open file structure and allocate * a file descriptor for the process that refers to it. */ int falloc(p, resultfp, resultfd) register struct proc *p; struct fi
le **resultfp; int *resultfd; { register struct file *fp, *fq; int error, i; restart: if ((error = fdalloc(p, 0, &i)) != 0) { if (error == ENOSPC) { fdexpand(p); goto restart; } return (error); } if (nfiles >= maxfiles) { fd_unused(p->p_fd, i); tablefull("file"); return (ENFILE); } /* * Allocate a new file descriptor. * If the process has file descriptor zero open, add to the list * of open files at that point, otherwise put it at the f
ront of * the list of open files. */ nfiles++; fp = pool_get(&file_pool, PR_WAITOK); bzero(fp, sizeof(struct file)); fp->f_iflags = FIF_LARVAL; if ((fq = p->p_fd->fd_ofiles[0]) != NULL) { LIST_INSERT_AFTER(fq, fp, f_list); } else { LIST_INSERT_HEAD(&filehead, fp, f_list); } p->p_fd->fd_ofiles[i] = fp; fp->f_count = 1; fp->f_cred = p->p_ucred; crhold(fp->f_cred); if (resultfp) *resultfp = fp; if (resultfd) *resultfd = i; FREF(fp); return
 (0); } /* * Build a new filedesc structure. */ struct filedesc * fdinit(struct proc *p) { struct filedesc0 *newfdp; extern int cmask; newfdp = pool_get(&fdesc_pool, PR_WAITOK); bzero(newfdp, sizeof(struct filedesc0)); if (p != NULL) { struct filedesc *fdp = p->p_fd; newfdp->fd_fd.fd_cdir = fdp->fd_cdir; VREF(newfdp->fd_fd.fd_cdir); newfdp->fd_fd.fd_rdir = fdp->fd_rdir; if (newfdp->fd_fd.fd_rdir) VREF(newfdp->fd_fd.fd_rdir); } lockinit(
&newfdp->fd_fd.fd_lock, PLOCK, "fdexpand", 0, 0); /* Create the file descriptor table. */ newfdp->fd_fd.fd_refcnt = 1; newfdp->fd_fd.fd_cmask = cmask; newfdp->fd_fd.fd_ofiles = newfdp->fd_dfiles; newfdp->fd_fd.fd_ofileflags = newfdp->fd_dfileflags; newfdp->fd_fd.fd_nfiles = NDFILE; newfdp->fd_fd.fd_himap = newfdp->fd_dhimap; newfdp->fd_fd.fd_lomap = newfdp->fd_dlomap; newfdp->fd_fd.fd_knlistsize = -1; newfdp->fd_fd.fd_freefile = 0; newf
dp->fd_fd.fd_lastfile = 0; return (&newfdp->fd_fd); } /* * Share a filedesc structure. */ struct filedesc * fdshare(p) struct proc *p; { p->p_fd->fd_refcnt++; return (p->p_fd); } /* * Copy a filedesc structure. */ struct filedesc * fdcopy(p) struct proc *p; { struct filedesc *newfdp, *fdp = p->p_fd; struct file **fpp; int i; newfdp = pool_get(&fdesc_pool, PR_WAITOK); bcopy(fdp, newfdp, sizeof(struct filedesc)); if (newfdp->fd_cdir) VREF
(newfdp->fd_cdir); if (newfdp->fd_rdir) VREF(newfdp->fd_rdir); newfdp->fd_refcnt = 1; /* * If the number of open files fits in the internal arrays * of the open file structure, use them, otherwise allocate * additional memory for the number of descriptors currently * in use. */ if (newfdp->fd_lastfile < NDFILE) { newfdp->fd_ofiles = ((struct filedesc0 *) newfdp)->fd_dfiles; newfdp->fd_ofileflags = ((struct filedesc0 *) newfdp)->fd_dfile
flags; i = NDFILE; } else { /* * Compute the smallest multiple of NDEXTENT needed * for the file descriptors currently in use, * allowing the table to shrink. */ i = newfdp->fd_nfiles; while (i >= 2 * NDEXTENT && i > newfdp->fd_lastfile * 2) i /= 2; newfdp->fd_ofiles = malloc(i * OFILESIZE, M_FILEDESC, M_WAITOK); newfdp->fd_ofileflags = (char *) &newfdp->fd_ofiles[i]; } if (NDHISLOTS(i) <= NDHISLOTS(NDFILE)) { newfdp->fd_himap = ((struc
t filedesc0 *) newfdp)->fd_dhimap; newfdp->fd_lomap = ((struct filedesc0 *) newfdp)->fd_dlomap; } else { newfdp->fd_himap = malloc(NDHISLOTS(i) * sizeof(u_int), M_FILEDESC, M_WAITOK); newfdp->fd_lomap = malloc(NDLOSLOTS(i) * sizeof(u_int), M_FILEDESC, M_WAITOK); } newfdp->fd_nfiles = i; bcopy(fdp->fd_ofiles, newfdp->fd_ofiles, i * sizeof(struct file **)); bcopy(fdp->fd_ofileflags, newfdp->fd_ofileflags, i * sizeof(char)); bcopy(fdp->fd_
himap, newfdp->fd_himap, NDHISLOTS(i) * sizeof(u_int)); bcopy(fdp->fd_lomap, newfdp->fd_lomap, NDLOSLOTS(i) * sizeof(u_int)); /* * kq descriptors cannot be copied. */ if (newfdp->fd_knlistsize != -1) { fpp = newfdp->fd_ofiles; for (i = 0; i <= newfdp->fd_lastfile; i++, fpp++) if (*fpp != NULL && (*fpp)->f_type == DTYPE_KQUEUE) fdremove(newfdp, i); newfdp->fd_knlist = NULL; newfdp->fd_knlistsize = -1; newfdp->fd_knhash = NULL; newfdp->fd
_knhashmask = 0; } fpp = newfdp->fd_ofiles; for (i = 0; i <= newfdp->fd_lastfile; i++, fpp++) if (*fpp != NULL) { /* * XXX Gruesome hack. If count gets too high, fail * to copy an fd, since fdcopy()’s callers do not * permit it to indicate failure yet. */ if ((*fpp)->f_count == LONG_MAX-2) fdremove(newfdp, i); else (*fpp)->f_count++; } return (newfdp); } /* * Release a filedesc structure. */ void fdfree(p) struct proc *p; { register str
uct filedesc *fdp = p->p_fd; register struct file **fpp, *fp; register int i; if (--fdp->fd_refcnt > 0) return; fpp = fdp->fd_ofiles; for (i = fdp->fd_lastfile; i >= 0; i--, fpp++) { fp = *fpp; if (fp != NULL) { FREF(fp); *fpp = NULL; (void) closef(fp, p); } } p->p_fd = NULL; if (fdp->fd_nfiles > NDFILE) free(fdp->fd_ofiles, M_FILEDESC); if (NDHISLOTS(fdp->fd_nfiles) > NDHISLOTS(NDFILE)) { free(fdp->fd_himap, M_FILEDESC); free(fdp->fd_l
omap, M_FILEDESC); } if (fdp->fd_cdir) vrele(fdp->fd_cdir); if (fdp->fd_rdir) vrele(fdp->fd_rdir); if (fdp->fd_knlist) FREE(fdp->fd_knlist, M_TEMP); if (fdp->fd_knhash) FREE(fdp->fd_knhash, M_TEMP); pool_put(&fdesc_pool, fdp); } /* * Internal form of close. * Decrement reference count on file structure. * Note: p may be NULL when closing a file * that was being passed in a message. * * The fp must have its usecount bumped and will be FR
ELEd here. */ int closef(struct file *fp, struct proc *p) { struct vnode *vp; struct flock lf; int error; if (fp == NULL) return (0); /* * POSIX record locking dictates that any close releases ALL * locks owned by this process. This is handled by setting * a flag in the unlock to free ONLY locks obeying POSIX * semantics, and not to free BSD-style file locks. * If the descriptor was in a message, POSIX-style locks * aren’t passed with t
he descriptor. */ if (p && (p->p_flag & P_ADVLOCK) && fp->f_type == DTYPE_VNODE) { lf.l_whence = SEEK_SET; lf.l_start = 0; lf.l_len = 0; lf.l_type = F_UNLCK; vp = (struct vnode *)fp->f_data; (void) VOP_ADVLOCK(vp, (caddr_t)p, F_UNLCK, &lf, F_POSIX); } /* * Some files passed to this function could be accessed * without a FILE_IS_USABLE check (and in some cases it’s perfectly * legal), we must beware of files where someone already won the
 * race to FIF_WANTCLOSE. */ if ((fp->f_iflags & FIF_WANTCLOSE) != 0) { FRELE(fp); return (0); } if (--fp->f_count > 0) { FRELE(fp); return (0); } #ifdef DIAGNOSTIC if (fp->f_count < 0) panic("closef: count < 0"); #endif /* Wait for the last usecount to drain. */ fp->f_iflags |= FIF_WANTCLOSE; while (fp->f_usecount > 1) tsleep(&fp->f_usecount, PRIBIO, "closef", 0); if ((fp->f_flag & FHASLOCK) && fp->f_type == DTYPE_VNODE) { lf.l_whence 
= SEEK_SET; lf.l_start = 0; lf.l_len = 0; lf.l_type = F_UNLCK; vp = (struct vnode *)fp->f_data; (void) VOP_ADVLOCK(vp, (caddr_t)fp, F_UNLCK, &lf, F_FLOCK); } if (fp->f_ops) error = (*fp->f_ops->fo_close)(fp, p); else error = 0; /* Free fp */ LIST_REMOVE(fp, f_list); crfree(fp->f_cred); #ifdef DIAGNOSTIC if (fp->f_count != 0 || fp->f_usecount != 1) panic("closef: count: %d/%d", fp->f_count, fp->f_usecount); #endif nfiles--; pool_put(&fil
e_pool, fp); return (error); } /* * Apply an advisory lock on a file descriptor. * * Just attempt to get a record lock of the requested type on * the entire file (l_whence = SEEK_SET, l_start = 0, l_len = 0). */ /* ARGSUSED */ int sys_flock(p, v, retval) struct proc *p; void *v; register_t *retval; { struct sys_flock_args /* { syscallarg(int) fd; syscallarg(int) how; } */ *uap = v; int fd = SCARG(uap, fd); int how = SCARG(uap, how); str
uct filedesc *fdp = p->p_fd; struct file *fp; struct vnode *vp; struct flock lf; int error; if ((fp = fd_getfile(fdp, fd)) == NULL) return (EBADF); if (fp->f_type != DTYPE_VNODE) return (EOPNOTSUPP); vp = (struct vnode *)fp->f_data; lf.l_whence = SEEK_SET; lf.l_start = 0; lf.l_len = 0; if (how & LOCK_UN) { lf.l_type = F_UNLCK; fp->f_flag &= ~FHASLOCK; error = VOP_ADVLOCK(vp, (caddr_t)fp, F_UNLCK, &lf, F_FLOCK); goto out; } if (how & LOC
K_EX) lf.l_type = F_WRLCK; else if (how & LOCK_SH) lf.l_type = F_RDLCK; else { error = EINVAL; goto out; } fp->f_flag |= FHASLOCK; if (how & LOCK_NB) error = VOP_ADVLOCK(vp, (caddr_t)fp, F_SETLK, &lf, F_FLOCK); else error = VOP_ADVLOCK(vp, (caddr_t)fp, F_SETLK, &lf, F_FLOCK|F_WAIT); out: return (error); } /* * File Descriptor pseudo-device driver (/dev/fd/). * * Opening minor device N dup()s the file (if any) connected to file * descrip
tor N belonging to the calling process. Note that this driver * consists of only the ‘‘open()’’ routine, because all subsequent * references to this file will be direct to the other driver. */ /* ARGSUSED */ int filedescopen(dev, mode, type, p) dev_t dev; int mode, type; struct proc *p; { /* * XXX Kludge: set curproc->p_dupfd to contain the value of the * the file descriptor being sought for duplication. The error * return ensures that 
the vnode for this device will be released * by vn_open. Open will detect this special error and take the * actions in dupfdopen below. Other callers of vn_open or VOP_OPEN * will simply report the error. */ p->p_dupfd = minor(dev); return (ENODEV); } /* * Duplicate the specified descriptor to a free descriptor. */ int dupfdopen(fdp, indx, dfd, mode, error) struct filedesc *fdp; int indx, dfd; int mode; int error; { struct file *wfp; /*
 * If the to-be-dup’d fd number is greater than the allowed number * of file descriptors, or the fd to be dup’d has already been * closed, reject. Note, there is no need to check for new == old * because fd_getfile will return NULL if the file at indx is * newly created by falloc (FIF_LARVAL). */ if ((wfp = fd_getfile(fdp, dfd)) == NULL) return (EBADF); /* * There are two cases of interest here. * * For ENODEV simply dup (dfd) to file d
escriptor * (indx) and return. * * For ENXIO steal away the file structure from (dfd) and * store it in (indx). (dfd) is effectively closed by * this operation. * * Any other error code is just returned. */ switch (error) { case ENODEV: /* * Check that the mode the file is being opened for is a * subset of the mode of the existing descriptor. */ if (((mode & (FREAD|FWRITE)) | wfp->f_flag) != wfp->f_flag) return (EACCES); if (wfp->f_coun
t == LONG_MAX-2) return (EDEADLK); fdp->fd_ofiles[indx] = wfp; fdp->fd_ofileflags[indx] = fdp->fd_ofileflags[dfd]; wfp->f_count++; fd_used(fdp, indx); return (0); case ENXIO: /* * Steal away the file pointer from dfd, and stuff it into indx. */ fdp->fd_ofiles[indx] = fdp->fd_ofiles[dfd]; fdp->fd_ofileflags[indx] = fdp->fd_ofileflags[dfd]; fdp->fd_ofiles[dfd] = NULL; fdp->fd_ofileflags[dfd] = 0; /* * Complete the clean up of the filedesc
 structure by * recomputing the various hints. */ fd_used(fdp, indx); fd_unused(fdp, dfd); return (0); default: return (error); } /* NOTREACHED */ } /* * Close any files on exec? */ void fdcloseexec(p) struct proc *p; { register struct filedesc *fdp = p->p_fd; register int fd; for (fd = 0; fd <= fdp->fd_lastfile; fd++) if (fdp->fd_ofileflags[fd] & UF_EXCLOSE) (void) fdrelease(p, fd); } /* $OpenBSD: kern_event.c,v 1.20 2003/08/15 20:32:1
8 tedu Exp $ */ /*- * Copyright (c) 1999,2000,2001 Jonathan Lemon <jlemon@FreeBSD.org> * All rights reserved. * * Redistribution and use in source and binary forms, with or without * modification, are permitted provided that the following conditions * are met: * 1. Redistributions of source code must retain the above copyright * notice, this list of conditions and the following disclaimer. * 2. Redistributions in binary form must reprod
uce the above copyright * notice, this list of conditions and the following disclaimer in the * documentation and/or other materials provided with the distribution. * * THIS SOFTWARE IS PROVIDED BY THE AUTHOR AND CONTRIBUTORS ‘‘AS IS’’ AND * ANY EXPRESS OR IMPLIED WARRANTIES, INCLUDING, BUT NOT LIMITED TO, THE * IMPLIED WARRANTIES OF MERCHANTABILITY AND FITNESS FOR A PARTICULAR PURPOSE * ARE DISCLAIMED. IN NO EVENT SHALL THE AUTHOR OR C
ONTRIBUTORS BE LIABLE * FOR ANY DIRECT, INDIRECT, INCIDENTAL, SPECIAL, EXEMPLARY, OR CONSEQUENTIAL * DAMAGES (INCLUDING, BUT NOT LIMITED TO, PROCUREMENT OF SUBSTITUTE GOODS * OR SERVICES; LOSS OF USE, DATA, OR PROFITS; OR BUSINESS INTERRUPTION) * HOWEVER CAUSED AND ON ANY THEORY OF LIABILITY, WHETHER IN CONTRACT, STRICT * LIABILITY, OR TORT (INCLUDING NEGLIGENCE OR OTHERWISE) ARISING IN ANY WAY * OUT OF THE USE OF THIS SOFTWARE, EVEN IF
 ADVISED OF THE POSSIBILITY OF * SUCH DAMAGE. * * $FreeBSD: src/sys/kern/kern_event.c,v 1.22 2001/02/23 20:32:42 jlemon Exp $ */ #include <sys/param.h> #include <sys/systm.h> #include <sys/kernel.h> #include <sys/proc.h> #include <sys/malloc.h> #include <sys/unistd.h> #include <sys/file.h> #include <sys/filedesc.h> #include <sys/fcntl.h> #include <sys/select.h> #include <sys/queue.h> #include <sys/event.h> #include <sys/eventvar.h> #inc
lude <sys/pool.h> #include <sys/protosw.h> #include <sys/socket.h> #include <sys/socketvar.h> #include <sys/stat.h> #include <sys/uio.h> #include <sys/mount.h> #include <sys/syscallargs.h> int kqueue_scan(struct file *fp, int maxevents, struct kevent *ulistp, const struct timespec *timeout, struct proc *p, int *retval); int kqueue_read(struct file *fp, off_t *poff, struct uio *uio, struct ucred *cred); int kqueue_write(struct file *fp, 
off_t *poff, struct uio *uio, struct ucred *cred); int kqueue_ioctl(struct file *fp, u_long com, caddr_t data, struct proc *p); int kqueue_select(struct file *fp, int which, struct proc *p); int kqueue_kqfilter(struct file *fp, struct knote *kn); int kqueue_stat(struct file *fp, struct stat *st, struct proc *p); int kqueue_close(struct file *fp, struct proc *p); void kqueue_wakeup(struct kqueue *kq); struct fileops kqueueops = { kqueue_
read, kqueue_write, kqueue_ioctl, kqueue_select, kqueue_kqfilter, kqueue_stat, kqueue_close }; void knote_attach(struct knote *kn, struct filedesc *fdp); void knote_drop(struct knote *kn, struct proc *p, struct filedesc *fdp); void knote_enqueue(struct knote *kn); void knote_dequeue(struct knote *kn); #define knote_alloc() ((struct knote *)pool_get(&knote_pool, PR_WAITOK)) #define knote_free(kn) (pool_put(&knote_pool, kn)) void filt_kqd
etach(struct knote *kn); int filt_kqueue(struct knote *kn, long hint); int filt_procattach(struct knote *kn); void filt_procdetach(struct knote *kn); int filt_proc(struct knote *kn, long hint); int filt_fileattach(struct knote *kn); struct filterops kqread_filtops = { 1, NULL, filt_kqdetach, filt_kqueue }; struct filterops proc_filtops = { 0, filt_procattach, filt_procdetach, filt_proc }; struct filterops file_filtops = { 1, filt_fileat
tach, NULL, NULL }; struct pool knote_pool; struct pool kqueue_pool; #define KNOTE_ACTIVATE(kn) do { \ kn->kn_status |= KN_ACTIVE; \ if ((kn->kn_status & (KN_QUEUED | KN_DISABLED)) == 0) \ knote_enqueue(kn); \ } while(0) #define KN_HASHSIZE 64 /* XXX should be tunable */ #define KN_HASH(val, mask) (((val) ^ (val >> 8)) & (mask)) extern struct filterops sig_filtops; #ifdef notyet extern struct filterops aio_filtops; #endif /* * Table for
 for all system-defined filters. */ struct filterops *sysfilt_ops[] = { &file_filtops, /* EVFILT_READ */ &file_filtops, /* EVFILT_WRITE */ NULL, /*&aio_filtops,*/ /* EVFILT_AIO */ &file_filtops, /* EVFILT_VNODE */ &proc_filtops, /* EVFILT_PROC */ &sig_filtops, /* EVFILT_SIGNAL */ }; /* XXX - call this on startup instead. */ void kqueue_init(void); int kqueue_initialized; void kqueue_init(void) { pool_init(&kqueue_pool, sizeof(struct kqu
eue), 0, 0, 0, "kqeuepl", &pool_allocator_nointr); pool_init(&knote_pool, sizeof(struct knote), 0, 0, 0, "knotepl", &pool_allocator_nointr); kqueue_initialized = 1; } int filt_fileattach(struct knote *kn) { struct file *fp = kn->kn_fp; return ((*fp->f_ops->fo_kqfilter)(fp, kn)); } int kqueue_kqfilter(struct file *fp, struct knote *kn) { struct kqueue *kq = (struct kqueue *)kn->kn_fp->f_data; if (kn->kn_filter != EVFILT_READ) return (1);
 kn->kn_fop = &kqread_filtops; SLIST_INSERT_HEAD(&kq->kq_sel.si_note, kn, kn_selnext); return (0); } void filt_kqdetach(struct knote *kn) { struct kqueue *kq = (struct kqueue *)kn->kn_fp->f_data; SLIST_REMOVE(&kq->kq_sel.si_note, kn, knote, kn_selnext); } /*ARGSUSED*/ int filt_kqueue(struct knote *kn, long hint) { struct kqueue *kq = (struct kqueue *)kn->kn_fp->f_data; kn->kn_data = kq->kq_count; return (kn->kn_data > 0); } int filt_pro
cattach(struct knote *kn) { struct proc *p; p = pfind(kn->kn_id); if (p == NULL) return (ESRCH); /* * Fail if it’s not owned by you, or the last exec gave us * setuid/setgid privs (unless you’re root). */ if ((p->p_cred->p_ruid != curproc->p_cred->p_ruid || (p->p_flag & P_SUGID)) && suser(curproc, 0) != 0) return (EACCES); kn->kn_ptr.p_proc = p; kn->kn_flags |= EV_CLEAR; /* automatically set */ /* * internal flag indicating registration
 done by kernel */ if (kn->kn_flags & EV_FLAG1) { kn->kn_data = kn->kn_sdata; /* ppid */ kn->kn_fflags = NOTE_CHILD; kn->kn_flags &= ~EV_FLAG1; } /* XXX lock the proc here while adding to the list? */ SLIST_INSERT_HEAD(&p->p_klist, kn, kn_selnext); return (0); } /* * The knote may be attached to a different process, which may exit, * leaving nothing for the knote to be attached to. So when the process * exits, the knote is marked as DET
ACHED and also flagged as ONESHOT so * it will be deleted when read out. However, as part of the knote deletion, * this routine is called, so a check is needed to avoid actually performing * a detach, because the original process does not exist any more. */ void filt_procdetach(struct knote *kn) { struct proc *p = kn->kn_ptr.p_proc; if (kn->kn_status & KN_DETACHED) return; /* XXX locking? this might modify another process. */ SLIST_REMO
VE(&p->p_klist, kn, knote, kn_selnext); } int filt_proc(struct knote *kn, long hint) { u_int event; /* * mask off extra data */ event = (u_int)hint & NOTE_PCTRLMASK; /* * if the user is interested in this event, record it. */ if (kn->kn_sfflags & event) kn->kn_fflags |= event; /* * process is gone, so flag the event as finished. */ if (event == NOTE_EXIT) { kn->kn_status |= KN_DETACHED; kn->kn_flags |= (EV_EOF | EV_ONESHOT); return (1);
 } /* * process forked, and user wants to track the new process, * so attach a new knote to it, and immediately report an * event with the parent’s pid. */ if ((event == NOTE_FORK) && (kn->kn_sfflags & NOTE_TRACK)) { struct kevent kev; int error; /* * register knote with new process. */ kev.ident = hint & NOTE_PDATAMASK; /* pid */ kev.filter = kn->kn_filter; kev.flags = kn->kn_flags | EV_ADD | EV_ENABLE | EV_FLAG1; kev.fflags = kn->kn_s
fflags; kev.data = kn->kn_id; /* parent */ kev.udata = kn->kn_kevent.udata; /* preserve udata */ error = kqueue_register(kn->kn_kq, &kev, NULL); if (error) kn->kn_fflags |= NOTE_TRACKERR; } return (kn->kn_fflags != 0); } /* * filt_seltrue: * * This filter "event" routine simulates seltrue(). */ int filt_seltrue(struct knote *kn, long hint) { /* * We don’t know how much data can be read/written, * but we know that it *can* be. This is ab
out as * good as select/poll does as well. */ kn->kn_data = 0; return (1); } int sys_kqueue(struct proc *p, void *v, register_t *retval) { struct filedesc *fdp = p->p_fd; struct kqueue *kq; struct file *fp; int fd, error; if (!kqueue_initialized) kqueue_init(); error = falloc(p, &fp, &fd); if (error) return (error); fp->f_flag = FREAD | FWRITE; fp->f_type = DTYPE_KQUEUE; fp->f_ops = &kqueueops; kq = pool_get(&kqueue_pool, PR_WAITOK); bz
ero(kq, sizeof(*kq)); TAILQ_INIT(&kq->kq_head); fp->f_data = (caddr_t)kq; *retval = fd; if (fdp->fd_knlistsize < 0) fdp->fd_knlistsize = 0; /* this process has a kq */ kq->kq_fdp = fdp; FILE_SET_MATURE(fp); return (0); } int sys_kevent(struct proc *p, void *v, register_t *retval) { struct filedesc* fdp = p->p_fd; struct sys_kevent_args /* { syscallarg(int) fd; syscallarg(const struct kevent *) changelist; syscallarg(int) nchanges; sysca
llarg(struct kevent *) eventlist; syscallarg(int) nevents; syscallarg(const struct timespec *) timeout; } */ *uap = v; struct kevent *kevp; struct kqueue *kq; struct file *fp; struct timespec ts; int i, n, nerrors, error; if ((fp = fd_getfile(fdp, SCARG(uap, fd))) == NULL || (fp->f_type != DTYPE_KQUEUE)) return (EBADF); FREF(fp); if (SCARG(uap, timeout) != NULL) { error = copyin(SCARG(uap, timeout), &ts, sizeof(ts)); if (error) goto don
e; SCARG(uap, timeout) = &ts; } kq = (struct kqueue *)fp->f_data; nerrors = 0; while (SCARG(uap, nchanges) > 0) { n = SCARG(uap, nchanges) > KQ_NEVENTS ? KQ_NEVENTS : SCARG(uap, nchanges); error = copyin(SCARG(uap, changelist), kq->kq_kev, n * sizeof(struct kevent)); if (error) goto done; for (i = 0; i < n; i++) { kevp = &kq->kq_kev[i]; kevp->flags &= ~EV_SYSFLAGS; error = kqueue_register(kq, kevp, p); if (error) { if (SCARG(uap, nevent
s) != 0) { kevp->flags = EV_ERROR; kevp->data = error; (void) copyout((caddr_t)kevp, (caddr_t)SCARG(uap, eventlist), sizeof(*kevp)); SCARG(uap, eventlist)++; SCARG(uap, nevents)--; nerrors++; } else { goto done; } } } SCARG(uap, nchanges) -= n; SCARG(uap, changelist) += n; } if (nerrors) { *retval = nerrors; error = 0; goto done; } error = kqueue_scan(fp, SCARG(uap, nevents), SCARG(uap, eventlist), SCARG(uap, timeout), p, &n); *retval =
 n; done: FRELE(fp); return (error); } int kqueue_register(struct kqueue *kq, struct kevent *kev, struct proc *p) { struct filedesc *fdp = kq->kq_fdp; struct filterops *fops = NULL; struct file *fp = NULL; struct knote *kn = NULL; int s, error = 0; if (kev->filter < 0) { if (kev->filter + EVFILT_SYSCOUNT < 0) return (EINVAL); fops = sysfilt_ops[~kev->filter]; /* to 0-base index */ } if (fops == NULL) { /* * XXX * filter attach routine i
s responsible for insuring that * the identifier can be attached to it. */ return (EINVAL); } if (fops->f_isfd) { /* validate descriptor */ if ((fp = fd_getfile(fdp, kev->ident)) == NULL) return (EBADF); FREF(fp); fp->f_count++; if (kev->ident < fdp->fd_knlistsize) { SLIST_FOREACH(kn, &fdp->fd_knlist[kev->ident], kn_link) if (kq == kn->kn_kq && kev->filter == kn->kn_filter) break; } } else { if (fdp->fd_knhashmask != 0) { struct klist *
list; list = &fdp->fd_knhash[ KN_HASH((u_long)kev->ident, fdp->fd_knhashmask)]; SLIST_FOREACH(kn, list, kn_link) if (kev->ident == kn->kn_id && kq == kn->kn_kq && kev->filter == kn->kn_filter) break; } } if (kn == NULL && ((kev->flags & EV_ADD) == 0)) { error = ENOENT; goto done; } /* * kn now contains the matching knote, or NULL if no match */ if (kev->flags & EV_ADD) { if (kn == NULL) { kn = knote_alloc(); if (kn == NULL) { error = EN
OMEM; goto done; } kn->kn_fp = fp; kn->kn_kq = kq; kn->kn_fop = fops; /* * apply reference count to knote structure, and * do not release it at the end of this routine. */ if (fp != NULL) FRELE(fp); fp = NULL; kn->kn_sfflags = kev->fflags; kn->kn_sdata = kev->data; kev->fflags = 0; kev->data = 0; kn->kn_kevent = *kev; knote_attach(kn, fdp); if ((error = fops->f_attach(kn)) != 0) { knote_drop(kn, p, fdp); goto done; } } else { /* * The u
ser may change some filter values after the * initial EV_ADD, but doing so will not reset any * filter which have already been triggered. */ kn->kn_sfflags = kev->fflags; kn->kn_sdata = kev->data; kn->kn_kevent.udata = kev->udata; } s = splhigh(); if (kn->kn_fop->f_event(kn, 0)) KNOTE_ACTIVATE(kn); splx(s); } else if (kev->flags & EV_DELETE) { kn->kn_fop->f_detach(kn); knote_drop(kn, p, p->p_fd); goto done; } if ((kev->flags & EV_DISABL
E) && ((kn->kn_status & KN_DISABLED) == 0)) { s = splhigh(); kn->kn_status |= KN_DISABLED; splx(s); } if ((kev->flags & EV_ENABLE) && (kn->kn_status & KN_DISABLED)) { s = splhigh(); kn->kn_status &= ~KN_DISABLED; if ((kn->kn_status & KN_ACTIVE) && ((kn->kn_status & KN_QUEUED) == 0)) knote_enqueue(kn); splx(s); } done: if (fp != NULL) closef(fp, p); return (error); } int kqueue_scan(struct file *fp, int maxevents, struct kevent *ulistp, 
const struct timespec *tsp, struct proc *p, int *retval) { struct kqueue *kq = (struct kqueue *)fp->f_data; struct kevent *kevp; struct timeval atv; struct knote *kn, marker; int s, count, timeout, nkev = 0, error = 0; count = maxevents; if (count == 0) goto done; if (tsp != NULL) { TIMESPEC_TO_TIMEVAL(&atv, tsp); if (tsp->tv_sec == 0 && tsp->tv_nsec == 0) { /* No timeout, just poll */ timeout = -1; goto start; } if (itimerfix(&atv)) { 
error = EINVAL; goto done; } s = splclock(); timeradd(&atv, &time, &atv); timeout = hzto(&atv); splx(s); } else { atv.tv_sec = 0; atv.tv_usec = 0; timeout = 0; } goto start; retry: if (atv.tv_sec || atv.tv_usec) { timeout = hzto(&atv); if (timeout <= 0) goto done; } start: kevp = kq->kq_kev; s = splhigh(); if (kq->kq_count == 0) { if (timeout < 0) { error = EWOULDBLOCK; } else { kq->kq_state |= KQ_SLEEP; error = tsleep(kq, PSOCK | PCATC
H, "kqread", timeout); } splx(s); if (error == 0) goto retry; /* don’t restart after signals... */ if (error == ERESTART) error = EINTR; else if (error == EWOULDBLOCK) error = 0; goto done; } TAILQ_INSERT_TAIL(&kq->kq_head, &marker, kn_tqe); while (count) { kn = TAILQ_FIRST(&kq->kq_head); TAILQ_REMOVE(&kq->kq_head, kn, kn_tqe); if (kn == &marker) { splx(s); if (count == maxevents) goto retry; goto done; } if (kn->kn_status & KN_DISABLED
) { kn->kn_status &= ~KN_QUEUED; kq->kq_count--; continue; } if ((kn->kn_flags & EV_ONESHOT) == 0 && kn->kn_fop->f_event(kn, 0) == 0) { kn->kn_status &= ~(KN_QUEUED | KN_ACTIVE); kq->kq_count--; continue; } *kevp = kn->kn_kevent; kevp++; nkev++; if (kn->kn_flags & EV_ONESHOT) { kn->kn_status &= ~KN_QUEUED; kq->kq_count--; splx(s); kn->kn_fop->f_detach(kn); knote_drop(kn, p, p->p_fd); s = splhigh(); } else if (kn->kn_flags & EV_CLEAR) { 
kn->kn_data = 0; kn->kn_fflags = 0; kn->kn_status &= ~(KN_QUEUED | KN_ACTIVE); kq->kq_count--; } else { TAILQ_INSERT_TAIL(&kq->kq_head, kn, kn_tqe); } count--; if (nkev == KQ_NEVENTS) { splx(s); error = copyout((caddr_t)&kq->kq_kev, (caddr_t)ulistp, sizeof(struct kevent) * nkev); ulistp += nkev; nkev = 0; kevp = kq->kq_kev; s = splhigh(); if (error) break; } } TAILQ_REMOVE(&kq->kq_head, &marker, kn_tqe); splx(s); done: if (nkev != 0) er
ror = copyout((caddr_t)&kq->kq_kev, (caddr_t)ulistp, sizeof(struct kevent) * nkev); *retval = maxevents - count; return (error); } /* * XXX * This could be expanded to call kqueue_scan, if desired. */ /*ARGSUSED*/ int kqueue_read(struct file *fp, off_t *poff, struct uio *uio, struct ucred *cred) { return (ENXIO); } /*ARGSUSED*/ int kqueue_write(struct file *fp, off_t *poff, struct uio *uio, struct ucred *cred) { return (ENXIO); } /*ARGS
USED*/ int kqueue_ioctl(struct file *fp, u_long com, caddr_t data, struct proc *p) { return (ENOTTY); } /*ARGSUSED*/ int kqueue_select(struct file *fp, int which, struct proc *p) { struct kqueue *kq = (struct kqueue *)fp->f_data; int res = 0; int s = splnet(); if (which == FREAD) { if (kq->kq_count) { res = 1; } else { selrecord(p, &kq->kq_sel); kq->kq_state |= KQ_SEL; } } splx(s); return (res); } /*ARGSUSED*/ int kqueue_stat(struct fil
e *fp, struct stat *st, struct proc *p) { struct kqueue *kq = (struct kqueue *)fp->f_data; bzero((void *)st, sizeof(*st)); st->st_size = kq->kq_count; st->st_blksize = sizeof(struct kevent); st->st_mode = S_IFIFO; return (0); } /*ARGSUSED*/ int kqueue_close(struct file *fp, struct proc *p) { struct kqueue *kq = (struct kqueue *)fp->f_data; struct filedesc *fdp = p->p_fd; struct knote **knp, *kn, *kn0; int i; for (i = 0; i < fdp->fd_knli
stsize; i++) { knp = &SLIST_FIRST(&fdp->fd_knlist[i]); kn = *knp; while (kn != NULL) { kn0 = SLIST_NEXT(kn, kn_link); if (kq == kn->kn_kq) { FREF(kn->kn_fp); kn->kn_fop->f_detach(kn); closef(kn->kn_fp, p); knote_free(kn); *knp = kn0; } else { knp = &SLIST_NEXT(kn, kn_link); } kn = kn0; } } if (fdp->fd_knhashmask != 0) { for (i = 0; i < fdp->fd_knhashmask + 1; i++) { knp = &SLIST_FIRST(&fdp->fd_knhash[i]); kn = *knp; while (kn != NULL) {
 kn0 = SLIST_NEXT(kn, kn_link); if (kq == kn->kn_kq) { kn->kn_fop->f_detach(kn); /* XXX non-fd release of kn->kn_ptr */ knote_free(kn); *knp = kn0; } else { knp = &SLIST_NEXT(kn, kn_link); } kn = kn0; } } } pool_put(&kqueue_pool, kq); fp->f_data = NULL; return (0); } void kqueue_wakeup(struct kqueue *kq) { if (kq->kq_state & KQ_SLEEP) { kq->kq_state &= ~KQ_SLEEP; wakeup(kq); } if (kq->kq_state & KQ_SEL) { kq->kq_state &= ~KQ_SEL; selwak
eup(&kq->kq_sel); } KNOTE(&kq->kq_sel.si_note, 0); } /* * walk down a list of knotes, activating them if their event has triggered. */ void knote(struct klist *list, long hint) { struct knote *kn; SLIST_FOREACH(kn, list, kn_selnext) if (kn->kn_fop->f_event(kn, hint)) KNOTE_ACTIVATE(kn); } /* * remove all knotes from a specified klist */ void knote_remove(struct proc *p, struct klist *list) { struct knote *kn; while ((kn = SLIST_FIRST(li
st)) != NULL) { kn->kn_fop->f_detach(kn); knote_drop(kn, p, p->p_fd); } } /* * remove all knotes referencing a specified fd */ void knote_fdclose(struct proc *p, int fd) { struct filedesc *fdp = p->p_fd; struct klist *list = &fdp->fd_knlist[fd]; knote_remove(p, list); } void knote_attach(struct knote *kn, struct filedesc *fdp) { struct klist *list; int size; if (! kn->kn_fop->f_isfd) { if (fdp->fd_knhashmask == 0) fdp->fd_knhash = hashi
nit(KN_HASHSIZE, M_TEMP, M_WAITOK, &fdp->fd_knhashmask); list = &fdp->fd_knhash[KN_HASH(kn->kn_id, fdp->fd_knhashmask)]; goto done; } if (fdp->fd_knlistsize <= kn->kn_id) { size = fdp->fd_knlistsize; while (size <= kn->kn_id) size += KQEXTENT; list = malloc(size * sizeof(struct klist *), M_TEMP, M_WAITOK); bcopy((caddr_t)fdp->fd_knlist, (caddr_t)list, fdp->fd_knlistsize * sizeof(struct klist *)); bzero((caddr_t)list + fdp->fd_knlistsize


